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Abstract
We construct a novel dataset to examine the process of technology adoption during a period of rapid
technological change: The diffusion of mechanized cotton spinning during the Industrial Revolution
in France. We exploit a key feature of the setting that allows us to isolate the productivity distribution
of the adopters of new technology: Before mechanization, cotton spinning was performed in house-
holds, while production in firms only emerged with the new technology around 1800. We contrast the
evolution of the productivity distribution for mechanized cotton spinners to two comparison sectors –
metallurgy and paper milling. We document several stylized facts that can explain the well-documented
puzzle that major technological breakthroughs tend to be adopted slowly across firms and – even after
being adopted – take time to be reflected in higher aggregate productivity: Relative to the comparison
sectors, the productivity of firms in mechanized cotton spinning was initially highly dispersed. Over
the subsequent decades, cotton spinning experienced dramatic productivity growth that was almost
entirely driven by a disappearance of firms in the lower tail, while innovations in the comparison sec-
tors shifted the whole productivity distribution. Rich historical evidence suggests that these patterns
were driven by the need to re-organize production under the new technology. This process of ‘trial
and error’ led to widely dispersed initial productivity ‘draws,’ low initial average productivity, and –
in the subsequent decades – to high productivity growth as new entrants adopted improved methods
of production and organization. We document evidence consistent with this mechanism through the
spatial diffusion of best practice knowledge.
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1 Introduction
The diffusion of innovation is at the core of aggregate productivity growth in the long run. Despite
its importance for economic development, understanding the determinants and effects of technology
adoption has proven difficult. As a consequence, the literature faces a number of open questions. It is
well known that technology diffusion has been notoriously slow for many key innovations (Griliches,
1957; Hall, 2004), yet careful studies find that the productivity effects of technology adoption can be
large (Bloom, Eifert, Mahajan, McKenzie, and Roberts, 2013; Giorcelli, 2019). Furthermore, when
major innovations such as information technology (IT) or electricity spread across firms, the widely
expected boost in aggregate productivity proved hard to document in the actual data. This prompted
Robert Solow to remark in 1987 that “[...] what everyone feels to have been a technological revolution,
a drastic change in our productive lives, has been accompanied everywhere, including Japan, by a
slowing-down of productivity growth, not by a step up. You can see the computer age everywhere but
in the productivity statistics.”1

A natural lens to study the process of technology adoption is the firm productivity distribution – an
approach that has gained prominence over the last decade (c.f. Melitz, 2003; Hsieh and Klenow, 2009).
However, such an analysis is difficult for numerous reasons: The use of specific technology by firms
is rarely directly observed, and even if it is known, new and old technologies typically coexist within
narrowly defined sectors, or even within firms. In addition, the productivity distributions under the old
and new technologies are not independent – a firm’s productivity with the old technology can affect its
propensity to adopt innovations. These factors render it difficult to disentangle aggregate productivity
growth among adopters of the new technology. One approach to tackle these challenges is the use of
randomized control trials (RCTs), which provide clean identification of the effects of technology at the
firm level (Bloom et al., 2013; Atkin, Chaudhry, Chaudry, Khandelwal, and Verhoogen, 2017; Hardy
and McCasland, 2016). However, the relatively small sample size and short time horizon do not allow
for a systematic analysis of the firm productivity distribution.

This paper bypasses the typical limitations by exploiting a unique historical setting – the adoption
of mechanized cotton spinning in France during the First Industrial Revolution – that allows us to study
the effects of technology adoption on the full distribution of adopters. Mechanized cotton spinning
had been invented in Britain and – if operated efficiently – promised huge productivity improvements.
We collect novel firm-level data from historical surveys covering mechanized cotton spinning and two
comparison sectors – metallurgy and paper milling – at two points in time, 1800 and 1840. Importantly,
in 1800, mechanized cotton spinning technology had only recently been adopted in France. Four
decades later, by 1840, the technology had reached maturity (Pollard, 1965). As such, the time period

1New York Times, July 12, 1987, p. 36
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that we study encompasses both the initial phase of adoption and the period when the new technology
had widely spread.

Our empirical strategy relies on a number of features of the historical setting. First, before the
emergence of new technology, cotton spinning was performed in home production with hand-operated
spinning wheels. Firms – or let alone factories – did not exist in cotton spinning prior to its mecha-
nization. The new technology – the famous spinning jenny – required the organization of production
in cotton mills. Thus, any cotton ‘firm’ that we observe in the data must have operated mechanized
spinning. This allows us to isolate the productivity distribution specific to the new technology and
to examine its evolution over time. Second, we document that entrepreneurs that set up mechanized
cotton spinning firms typically had a background in banking and finance as opposed to handspin-
ning, suggesting that productivity under the new and old technologies were not systematically related.
Third, we show that the vintages of capital in use in mechanized cotton spinning stayed approximately
the same throughout our sample period, which allows us to study the long-run productivity effects of
technology adoption.

We compare the evolution of the firm productivity distribution for users of the new technology
to that observed in the comparison sectors. In these sectors, production was already organized in
firms before the Industrial Revolution (because of their reliance on water-power and high-fixed-cost
machinery), so that the firm productivity distribution reflects the typical mix of different vintages of
technology. By comparing the evolution of firm productivity between mechanized cotton spinning and
the other two sectors, we can learn about the effects of technology adoption in the short- and long-run
along the entire firm productivity distribution.

We document three main findings for mechanized cotton spinning firms: 1) we observe a highly
dispersed productivity distribution in the initial period (1806) relative to 1840; 2) we estimate that
the mechanized cotton spinning industry underwent a substantial (82%) increase in firm productivity
between 1806 and 1840 after mechanization had already been adopted; 3) this aggregate productivity
growth in mechanized cotton spinning had a very strong lower-tail bias: productivity growth in this
sector was largely driven by a disappearance of lower-tail firms, while in the comparison sectors, the
whole distribution shifted to the right.

To rationalize these findings, we propose the following mechanism. Adopting mechanized cotton
spinning required firms to learn about best practice methods for operating the technology efficiently
along multiple dimensions. This is consistent with a setting in which firms learn about the efficient
use of multiple inputs or tasks in a production function that features complementarities across inputs
or tasks. It is straightforward to see that these ingredients lead to an initially fat lower tail in the distri-
bution of firm productivity that disappears over time as firms learn about the efficient use of multiple
inputs (tasks). We show rich historical evidence consistent with this mechanism. Mechanization re-
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quired the move to factory-based production, which represented an important organizational challenge
to entrepreneurs: how to organize mechanized production efficiently? How should the layout of the
mill be designed? What should the division of labor look like? How should machines be powered and
how should the work-flow be organized? How should workers, not used to the hierarchy and discipline
of factory production, be recruited and managed? As Allen (2009, p.184) writes: “The cotton mill, in
other words, had to be invented as well as the spinning machinery per se.” We discuss evidence from
secondary sources that illustrate the challenges faced by cotton spinning entrepreneurs and also show
that these organizational innovations proceeded via a process of trial and error that took time.

We provide several pieces of evidence in line with our proposed mechanism. First, we show that the
exit rate of firms in mechanized cotton spinning was substantially higher than in other sectors between
1800-1840. This is consistent with the idea that early adopters faced considerable uncertainty as to
what best practice production methods were. Those that experimented and got it wrong had to exit
the market in the long-run as best practice knowledge diffused. Indeed, we confirm that firms that
did exit the market were substantially less productive than those that survived. Second, using firm
age, we show that cotton spinning firms that entered the market later had higher productivity. This
holds conditional on a rich set of covariates which include the vintage of capital used. Moreover,
the productivity advantage of younger firms is only a robust feature of the data in 1806 and only in
cotton spinning. Using somewhat weaker data, we show that there are no similar effects in metallurgy
in 1811 or 1840, or in cotton spinning in 1840.2 This is consistent with the idea that later entrants in
mechanized cotton spinning could draw from a better pool of existing knowledge. Finally, we examine
whether the types of learning effects central to our mechanism can be detected in the data. We find
evidence supporting the spatial diffusion of knowledge: firms located closer to high productivity firms
were themselves more productive, and this relationship is strikingly strong only for cotton spinning
firms and only during the initial period of technology adoption. We show, using a rich set of controls
and placebo tests, that the results do not seem to be driven either by firm selection or by omitted
variables.

Taken together, these findings allow us to shed light on the puzzles of slow adoption and slow
spread of major innovations. In combination with rich historical evidence, the highly dispersed ini-
tial productivity distribution points to information disparities across cotton firms: The organization of
factory production evolved via a process of trial and error such that only the most productive adopters,
those that ‘stumbled’ upon the efficient organization of factory production, survived. By 1840, in-
formation about the efficient organization of cotton mills had dispersed, leading to a much narrower
distribution of firm productivity. Uncertainty about the optimal organization of production with a

2Similar data allowing us to conduct this exercise are not available for paper milling.
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new technology can thus explain why aggregate productivity gains for technologies are initially small.
Early adopters need to experiment with the efficient organization of production, and some of them will
operate the new technology inefficiently. Consequently, the promised benefits of the new technology
may materialize relatively slowly for the average firm. Our findings thus lend support to the view in
the literature that the effects of disruptive technologies, such as electricity and IT, appear slowly in
industry productivity “due to the need to re-organize the operation of the entire manufacturing facility
to make effective use of this innovation.” (Hall and Khan, 2003, p.8).

At the same time, a lack of knowledge about organizing production reduces the expected produc-
tivity gains from switching to a new technology, and expectations that this knowledge will improve
over time creates incentives to delay entry. Indeed, we observe that later entrants in cotton spinning
had significantly higher productivity than early adopters. This can help to explain the slow diffusion
of major innovations, especially if they require a re-organization of production.

Related Literature: Our paper is most closely related to a sizeable literature devoted to under-
standing technology adoption. The most developed strand of this literature focuses on understanding
low rates of technology adoption in agriculture in developing countries (Foster and Rosenzweig, 1995;
Munshi, 2004; Bandiera and Rasul, 2006; Conley and Udry, 2010; Duflo, Kremer, and Robinson, 2011;
Suri, 2011; Hanna, Sendhil, and Schwartzstein, 2014; BenYishay and Mobarak, 2018; Beaman, Ma-
gruder, and Robinson, 2014; Emerick, de Janvry, Sadoulet, and Dar., 2016). Given its importance in
driving long-run sustained growth, understanding technology adoption in manufacturing is arguably
equally important. However, this strand of the literature is much smaller, perhaps due to the diffi-
culty of observing technology use in manufacturing. For this reason, the majority of recent papers use
RCTs to understand the determinants of technology adoption (Bloom et al., 2013; Atkin et al., 2017;
Hardy and McCasland, 2016).3 We contribute to this literature by studying the full firm productivity
distribution for one of the most famous innovations in history, both at the initial phase of technology
adoption and once the industry had reached maturity. Interestingly, the mechanism found in this paper
suggests that the complex nature of production processes in manufacturing relative to agriculture may
be important. In cases where technology adoption requires a substantial re-organization of production,
adoption may be slow and productivity effects may take time to materialize.

Second, theoretical and empirical research over the past decade has pointed to the importance of
firm dynamics for understanding aggregate productivity (Melitz, 2003; Syverson, 2011). A key insight
of this literature is that – as there are large differences in productivity even within narrowly defined
sectors – examining the entire distribution is critical for understanding aggregate productivity (Hsieh
and Klenow, 2009). We apply this insight to the arguably most important structural break in economic

3One notable exception is Giorcelli (2019), who exploits a historical natural experiment to identify the productivity
effects of adopting modern management practices.

4



history: Our novel dataset allows us to study the contribution of firm dynamics to productivity growth
during the First Industrial Revolution, which saw unprecedented growth in manufacturing productivity
(Galor, 2011; Crafts and Harley, 1992; Crafts, 1985). So far, productivity growth during this period has
been studied mostly at the country level, or – in some cases – at the aggregate sectoral level. To the best
of our knowledge, this paper is the first to study the contribution of firm dynamics to manufacturing
productivity improvements during the Industrial Revolution. In addition, we examine the puzzle of the
slow diffusion of major technological innovations through the lens of the firm-productivity literature:
Our findings suggest that focusing on the entire distribution of firm productivity can help deepen our
understanding of technology adoption.

Finally, our paper is related more broadly to the large literature that studies the causes and effects
of the First Industrial Revolution. The seminal work by Pollard (1965) documented important organi-
zational innovations (in what we would call management today) that took place in the first half of the
19th century.4 Pollard (1965) argued that before the 19th century, the lack of knowledge about effi-
cient management practices prevented firm scale from increasing beyond the point that would require
additional layers of hierarchy beyond the owner. Our unique data allows us to investigate firm scale
for the first time for this key period. Our finding that all three sectors underwent a dramatic increase
in firm scale is consistent with organizational innovations during this period.

The paper is structured as follows. The next section describes the historical context. Section 3
describes the construction of our dataset, while Section 4 presents and discusses our empirical re-
sults. Section 5 draws conclusions from our results for technology adoption during periods of major
innovation.

2 New technologies, the move to factory-based production and the First Indus-
trial Revolution in France

This section discusses technological changes in the three sectors that we examine: mechanized cotton
spinning, metallurgy, and paper milling.5 We examine each sector in turn, focusing on the aspects of
the setting that are key to our empirical strategy. Central to our proposed mechanism is the stark and
rapid move to factory-based production that took place as a result of mechanization in cotton spinning.
We summarize the rich historical literature that discusses the challenges faced by entrepreneurs as they
attempted to set up the first generation of cotton spinning mills.

4Subsequent research in this area is discussed in Mokyr (2010).
5Nuvolari and Tartari (2011) provide data on the share of “inventive output” for 21 British industrial sectors for the

period of the First Industrial Revolution. This is a measure of technological innovation, based on reference-weighted
patents, adjusted for the sector-specific frequency of patenting rates and citations. All three sectors display an above-
median share of inventive output, with textiles having the highest score. For further detail see Table C.1 in Appendix
C.
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2.1 The Industrial Revolution in France

We focus on the effects of technology adoption and innovation during the Industrial Revolution in
France. Given that the Industrial Revolution originated in Britain, much of the historical evidence we
discuss below studies the British case. For this reason, it is important to understand the extent to which
France was undergoing similar changes at the time. An early literature “derogated the economic de-
velopment of France as a story of retardation or relative backwardness,” (O’Brien and Keyder, 1978,
p 194). This view has been largely revised over the past decades, leading to a new consensus that
– similar to Britain – economic growth also accelerated in France in the mid-18th century: Mecha-
nization began in the main industrial sectors (Daudin, 2005), and French industrial output more than
doubled until 1800 (Rostow, 1975).6 Horn (2006, p.10) writes that “[i]n an astonishing number of sec-
tors, French entrepreneurs of the 1780s competed successfully with their English counterparts” and
Daudin (2010) shows that French producers had access to well integrated domestic markets (larger
than those in Britain), leading to an important specialization in production across space.

In the initial phase of industrialization, France largely depended on the adoption of British technol-
ogy that reached the continent via several channels.7 However, as French industrialization proceeded,
“technological progress became indigenous, built in to the economy, so that ... France became at mid-
[19th]century a centre of invention and diffusion for modern technologies” (Crouzet, 2003, p.234).
In summary, the rapid technological development and the widespread industrialization process that
France underwent during our study period provides an interesting setting to study the process of tech-
nology adoption.

2.2 New technologies in the three sectors

During the early years of the Industrial Revolution in France, important technologies were introduced
in each of the sectors that we analyze. In this section, we briefly summarize key innovations in each
sector and discuss how the setting allows us to study the process of technology adoption for the entire
firm productivity distribution.

6The “retardation view” of French Industrialization was defended by traditionalists who criticized the emerging clio-
metric approach and its quantitative methods and data. Numerous studies following the work by French historian Jan
Marczewski gave credence to the cliometric approach (most prominently Maddison, 2001). These studies weakened – and
eventually eliminated – the idea that French economic growth had stagnated in the 19th century. The consensus view that
emerged holds that French growth had in fact been substantial (Crouzet, 2003).

7French entrepreneurs imported British machines – often illegally, to avoid export restrictions – and hired a large
number of British workers to have more direct access to technological know-how (Horn, 2006). Industrial espionage
became widespread and, despite the attempts of the British government to block it, detailed reports and descriptions of
English technology were sent across the Channel (Harris, 1998; Bradley, 2010). Finally, “industrially minded” people in
Britain and France entertained an intense correspondence on scientific and technological advances (Mokyr, 2005).
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2.2.1 Mechanization in Cotton Spinning

Cotton textiles was the flagship industry of the First Industrial Revolution, contributing 25% of TFP
growth in Britain during the period 1780-1860 (Crafts, 1985). Cotton spinning is the process by which
raw cotton fiber is twisted into yarn. Traditionally, this was a task performed mostly by women in their
homes, using a simple spinning wheel (see Figure C.4, left panel). Each spinner was able to spin one
thread of yarn using this technology. The industry was rurally organized and generally centered around
a merchant-manufacturer who would supply spinners with the raw cotton, take care of the marketing
of the output, and often also owned the capital used (i.e., the spinning wheels) (Huberman, 1996).

The breakthrough “macro-invention” in spinning was forged in Britain in the late 18th century,
when James Hargreaves invented the spinning jenny. This made it possible to spin multiple threads
simultaneously, as twist was imparted to the fibre not by using the workers’ hands, but rather by us-
ing spindles (see Figure C.4, right panel). The initial spinning jenny was hand-powered, but newer
vintages of machinery (the water frame and the mule) using inanimate sources of power were rapidly
developed, requiring the organization of production within factories. The productivity effect of these
innovations was enormous. Allen (2009) estimates that the first vintage of the spinning jenny alone
led to a threefold improvement in labor productivity. More generally, Figure 1 shows that within a
decade the price of fine yarn fell to about 10% of its previous value in Britain. Plausibly due to the
large productivity effects, handspinning was outcompeted rapidly, at least in Britain (Allen, 2009). In
France, mechanized cotton spinning technology was adopted with some lag relative to Britain. While
the reasons for this are debated, recent evidence has shown that the technology was both widely known
in France, and efforts were underway to adopt the technology with state support, even under the ancien
regime (Horn, 2006).8

There are a number of features of this setting that allow us to examine the long-run productivity
effects of technology adoption. Most importantly, the fact that mechanized spinning technology re-
sulted in a rapid switch to factory-based production allows us to identify production units operating the
new technology.9 Mechanization required production to be organized differently to handspinning not
only because the use of high fixed-cost inanimate power sources (such as water and steam) led to the
concentration of production in one location, but also as a result of changes in monitoring incentives
that went hand in hand with mechanization and the standardization of products (Williamson, 1980;
Szostak, 1989). Huberman (1996) describes the multitude of ways in which mechanized cotton spin-

8The data used in our empirical analysis is from 1806 and 1840 for cotton spinning. In 1806, the large-scale expansion
of the industry documented in Juhász (2018) had not yet taken place.

9We follow Mokyr (2010, p. 339) in defining factory-based production as “the precise circumscription of work in time
and space, and its physical separation from homes.” This definition is solely based on the organization of production; it
does not rely on the use of machines or inanimate sources of power. This is important because it allows us to refer to
‘factory production’ even when our data do not include information on machines or power sources.
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ners could shirk on the job. The main reason for this seems to have been that throughout our sample
period, the spinning process never became fully automated meaning that the machines needed constant
human intervention. “If there were multiple breakages of yarn on the larger machines, the mule had
to come to a complete stop to piece the broken threads. There was also doffing, when the reels were
full of spun cotton, the mule had to be stopped and the reels removed. Finally, there was cleaning. At
all times, the spinners could expend effort as they were motivated to and without proper supervision
or incentives they could disguise how hard they could in fact work.” (Huberman, 1996, p. 11). This
meant that even early hand-powered mules (a particular vintage of spinning machinery) were housed
in the “garrets of cottages and later in sheds.” (Huberman, 1996, p. 11).

Second, the sharp break between the organization of production using the old and new technology
suggests that there is unlikely to be a strong link between productivity in the old and new technology.
In fact, historical evidence suggests that most entrepreneurs operating the new technology in France
in the early period did not have a background in the old technology. Table 1 contains information on
the socio-economic background on mechanized cotton spinning firms’ owners for the early period of
technology adoption (1785-1815) and later (1815-1840). Based on these figures, the vast majority
of firms owners in the early period of technology adoption came from banking and finance (62.5%),
while only a small faction (10.2%) were previously workers or mechanics. This is unsurprising. As
we discuss in more detail below, the type of skills necessary for running mechanized cotton spinning
firms successfully were very different to those required under the old, cottage industry technology.

Third, during our sample period, the vintages of capital in use remained more or less unchanged.
The throstle and mule-jenny were both known and used in France from the beginning of our sample
period (the survey analyzed in this paper asks which vintage of capital is used) and the self-acting mule
(the fully automated machine) did not spread until the 1840s, after our sample period ends (Huberman,
1996). This is important, as it implies that there was no new technology or vintage of capital introduced
during this time period that would confound the effects of the initial adoption of mechanized spinning
technology studied in this paper.10

2.2.2 The switch to coal in metallurgy

Iron was a flagship product of the Industrial Revolution. It was used for railways, steamships, and for
machines. While the fundamental process of producing iron has remained the same over centuries,
the technology has changed. Iron is extracted from iron ore in a process called ‘smelting’ – free-
ing the iron by combining carbon with the oxygen of the ore under heat. The difficulty comes from

10This does not mean that there were no improvements in the existing technology, or that firms did not increase their
capital-intensity. In fact, machines were improved over time and the capital labor ratio increased substantially, but this is
arguably part of learning to use the new technology and work with it efficiently. In robustness checks, we show that our
main result holds controlling for the capital-labor ratio used by firms.
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the fact that the iron also needs to be separated from other metallic substances in iron ore. This is
achieved by controlling the heat of the furnace so that most of the foreign matter separates out with
the lowest-possible expenditure of fuel. In the Medieval period, the production process of iron used
‘direct’ technology. Smelting with this technology produced malleable iron directly from iron ore in
a bloomery (a type of furnace) where the temperature was low enough for the iron not to melt. The
product of this technology is wrought iron. The process is referred to as ‘direct’ because iron was
produced in a near-finished condition in a single process. One vintage of this technology, the Catalan
forge, survived into our study period and beyond in certain parts of France (Pounds and Parker, 1957).

Starting in the late Middle Ages, direct technology began to be gradually replaced by ‘indirect’
technology. This consists of two steps: smelting and refining. Smelting using indirect technology is
similar to direct technology. A blast furnace, that produces temperatures high enough for the complete
fusion of the metal, is used to produce an intermediate product – pig iron. However, as pig iron is too
brittle to be used in many applications, it often needs to be refined one more time on a hearth. This
latter stage is known as refining. The blast furnace first appeared in Europe in the fifteenth century,
and was not widely adopted until the seventeenth or eighteenth century (Pounds and Parker, 1957).

Prior to the Industrial Revolution, both stages of the indirect process relied on charcoal as the
source of fuel. The key innovation during the Industrial Revolution was the switch from charcoal to
coal, through a series of gradual improvements in the period 1700-1850.11 The change in the type
of fuel required modifications to the blast furnace, but the new technology “merely replaced earlier,
recognizably similar, though less ‘efficient’ methods” (Pollard, 1965, p. 101). In particular, a coal-
based blast furnace required slightly larger furnace sizes and a switch from water to steam power. Such
modifications could be made to existing blast furnaces, but this was costly (Pounds and Parker, 1957).
Allen (2009) estimates that the cost of producing pig iron using coal decreased by 75% during this
period in Britain.

In refining, the move from charcoal to coal was achieved by the puddling process. Pig iron was
melted in a reverbatory furnace fueled by coal while stirring, or ‘puddling’ the molten mass until the
free carbon in pig iron was oxidized and the mass reduced to malleable form as bar iron. Similar to
smelting, the development of puddling proceeded gradually, and the technologies were not meaning-
fully different to others already in use. Pounds and Parker (1957, p. 35) characterize the development
of puddling in the following way: “Cort’s [the inventor] invention was less the introduction of entirely
new processes than a synthesis of practices that were already familiar. The reverberatory furnace,
burning any fuel that might be available, had long been known. (...) Rolling mills were also known
(...). The lawsuits with which Cort was faced served to emphasize that some of his contemporaries

11Illustrations of the two new technologies in use, coke smelting and puddling, are shown on Figure C.5.
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regarded his claim to be an inventor as remarkably thin.”
These technologies were adopted with a lag in France, partly because – in contrast to Britain – the

relatively low price of charcoal did not make the switch to coal profitable until the new technology
became more efficient (Allen, 2009). Coke smelting and the puddling process were both introduced
around the 1820s in France and slowly adopted thereafter. In 1827 (in the middle of our sample period),
there were only four Departements where iron was smelted with coke, but 149 puddling furnaces across
15 departements (Pounds and Parker, 1957).

Importantly, differently to cotton spinning, the new, coal-based technologies were adopted within
the existing factory-based organization of production. This implies that the firm productivity distri-
butions observed for metallurgy reflect the typical mix of different vintages of technology (from the
Catalan forge to charcoal and coal powered indirect technology) observed in standard data sources.

2.2.3 Mechanization in Paper Milling

In contrast to metallurgy and cotton spinning, paper milling was not a flagship industry of the Industrial
Revolution and its output was not particularly important for other sectors. However, paper making
was one of the few manufacturing activities that was organized as factory-based production from well
before the Industrial Revolution because of its reliance on water power. Moreover, it too underwent
mechanization during our study period. For these reasons, paper making serves as a useful second
comparison sector to cotton spinning.

In Europe, paper making had traditionally taken place in mills because of its reliance on water-
power. Production consisted of several stages. First, the vegetable matter (the raw material) was
broken down into cellulose fiber. Next, it was formed into thin, wet sheets by a skilled worker, called
a vatman. It was then dried and – depending on its intended use – finished in different ways. Each of
these steps was performed in a different section or room of the mill with a marked division of labor
by function and gender. The only part of the production process that required water-power was the
washing, breaking and beating down of rags into fiber. The machine that performed all of these tasks
(known as the washing, breaking or beating engine) consisted of an oval, wooden tub containing a
water-powered revolving roll and was operated by a skilled workman or an engineer. This stage of the
production process and the work of the engineer determined to a large extent the quality of the paper
that could be produced. Moreover, it was because of this technology that production was located in
mills from very early on (McGaw, 1987).

The important innovation that took place during our study period was mechanization of the form-
ing of the paper, eventually fully replacing the tasks performed by the vatman with the Fourdrinier
machine. This technology still forms the basis of paper production today. It was important not just
because of the productivity improvements that it yielded, but also because it enabled the production of
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continuous rolls – something that had not been possible with the hand-based technology. The first vin-
tage of the machine was patented in France in 1799 by Nicholas Louis Robert. In the 1800s, the idea
behind the original machine was developed further in Britain by a British mechanic, Bryan Donkin,
who worked on the idea for eight years with financing from the Fourdrinier brothers before a commer-
cially viable machine was developed (André, 1996; McGaw, 1987). The new machines were adopted,
partly by existing paper milling firms, in France starting in the 1820s (André, 1996).

Similar to metallurgy, innovations in paper milling were adopted within the existing factory-based
organization of production implying that the firm productivity distributions observed in paper milling
also reflect the typical mix of different vintages of technology observed in standard data sources.

2.3 The move to factory-based production in cotton spinning

It is hard to overstate the importance of changes that took place in the organization of production
during the Industrial Revolution. Mokyr (2010, p. 339) describes the move from domestic, rural
cottage industry to factory-based production as “one of the most dramatic sea changes in economic
history.” This shift, which took place at different points in time for different sectors between 1700-
1850, had such far-reaching consequences that the Industrial Revolution is often defined as the move
to factory-based production.12

According to the historical literature, the shift to factory-based production led to numerous orga-
nizational challenges that the first generation of entrepreneurs were not well-equipped to deal with.
Manufacturers had to figure out how to manage a workforce, organize the workflow, and design the
layout of the factory. Workers had to adapt to the discipline and economic hierarchy of factory work.
Following instructions, showing up to work on time, or getting along with other employees was new
to workers who largely had experience with a domestic system (Pollard, 1963). Manufacturers did
not have the experience, training, or access to knowledge to conduct these tasks. As Mokyr (2010,
p. 350) emphasizes; “(...) ‘management’ was not a concept that was known or understood before the
Industrial Revolution. Military and maritime organization, the royal court, and a few unusual set-ups
aside, the need for organizations in charge of controlling and coordinating large numbers of workers
and expensive equipment was rare anywhere before 1750. British managers fumbled and stumbled
into solutions, some of which worked and some did not.”

In fact, Pollard (1965) argues that the lack of modern management techniques was a limiting factor
on the size of firms. In his seminal book on the topic, he shows that as late as the early 19th century,
large firm size (above 100-200 workers) was seen as undesirable; “ (...) up to the end of the eighteenth
century at least, the opposite view predominated: management was a function of direct involvement

12Our two comparison sectors are two examples of a handful of sectors organized as factory-based production prior to
the Industrial Revolution. As we show below, their scale in 1800 in terms of employees was relatively small.
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by ownership, and if it had to be delegated (...), the business was courting trouble. This was a powerful
argument against the enlargement of firms beyond the point at which an intermediate stratum of man-
agers became necessary. (...) In the centuries preceding the Industrial Revolution, firms engaged in
production were unable to cope with size, essentially because they could not cope with the problems
of management which it involves.” (Pollard, 1965, p. 23).13

In contrast to paper milling and metallurgy where production was already factory-based well be-
fore the onset of the Industrial Revolution, mechanization in cotton spinning led to the emergence of
large-scale factory-based production at a rapid speed. As we show using our data below, already in
1800, and still in 1840, cotton spinning firms were by far the largest on average across the sectors we
examine. Moreover, despite moving to factory-based production later than other sectors, textiles be-
came the pioneer industry of factory-based production. Thus, it was in this sector that many problems
arose first and were subject to improvements via trial and error. For example, managing teamwork
efficiently became an issue when continuous flow processes were adopted, which happened first in
cotton spinning (Mokyr, 2010).

As the adoption of mechanized spinning technology went hand-in-hand with the move to factory-
based production in cotton spinning, the first generation of mechanized cotton spinners faced many
organizational challenges all at once. As Allen (2009, p.184) writes: “The spinning jenny, water frame
and mule were key inventions in the mechanization of cotton spinning, but they were only part of the
story. (...) the machines had to be spatially organized, the flows of materials coordinated, and the
generation and distribution of power sorted out. A corresponding division of labour was needed. The
cotton mill, in other words, had to be invented as well as the spinning machinery per se.” Importantly,
entrepreneurs had to solve challenges along multiple dimensions. This is a key feature of the setting
which we argue is important for understanding our results. We discuss some of the most important
challenges faced by entrepreneurs below.

First, cotton spinning entrepreneurs had no experience in running firm-based production, and it
was hard to transfer this knowledge from other sectors: While production in other sectors at the time
was already organized in firms, there is a consensus in the historical literature that this was industry-
specific knowledge that did not generally flow across different sectors (Mokyr, 2010; Pollard, 1965).
This should not be surprising; designing the optimal layout of a cotton mill is different to designing
the optimal layout of a paper mill. Figuring out the optimal division of labor, the layout and powering
of machines are industry-specific challenges. Cotton spinners were starting all of these from scratch.
Progress therefore was made via trial and error and over time. For example, Chapman (1970) finds

13The fact that owners were directly involved in the management of the firm can also be seen in our data. In the paper
milling survey, for 174 firms, we do have information on the name of the owner and of the manager. In 135 firms (i.e.,
78%), the owner and the manager are the same person.
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that a large proportion of cotton mills in England had a strikingly similar structure. The reason for
this is that “The machinery of the mills was driven by four water-wheels erected by Mr Lowe of
Nottingham. His work, heavy and clumsy as it was, had in a certain way answered the purpose,
and as cotton mills were then in their infancy, he was the only person, qualified from experience, to
undertake the construction of the gearing.” (Chapman, 1970, pp. 239-240, own emphasis). A different
example that illustrates the extent to which the first generation of entrepreneurs lacked knowledge of
best practices regarding factory layout was their height. Many early mills were multi-storied until a
number of disastrous fires led to buildings occupying a greater area with fewer stories (Chassagne,
1991).

The second important challenge faced by cotton spinning firms was recruiting and managing labor
willing and able to work efficiently in a factory setting. Pollard (1965) talks at length about the diffi-
culty of recruiting and managing workers who had never worked under the hierarchy, discipline, and
monotony of a factory setting. Huberman (1996) estimates that it took the cotton spinning industry
two generations in Britain to develop efficient labor management. According to that study, the key
challenge firms faced in terms of their labor management was monitoring effort as discussed in the
previous section. As machines were not yet standardized, managers (ovserseers) lacked the technical
information necessary to monitor effort. “ (...) the operative spinner was firmly of the opinion that
no two mules could ever be made alike. As a consequence, he proceeded to tune and adjust each of
his own particular pair of mules with little respect for the intentions of the maker or the principles of
engineering. Before very long, no two mules ever were alike.” Catling (1970) quoted in Huberman
(1996, p. 59).

In addition, many early mills had huge turnover rates owing to the fact that managers resorted to
dismissals as a way to discipline a workforce not accustomed to working in a factory environment.
This was costly for firms as mills lacked senior, skilled workers. Firms experimented with replacing
male with female spinners who they believed could be more easily disciplined, but this led to higher
wastage rates as operating the mules was physically demanding. Initially, cotton mills employed family
units, with men supervising female household members; “Whether in the factory or at home, the adult
male spinner was a disciplinarian.” (Huberman, 1996, p. 27). It was only in the 1830s and 1840s that
firms began setting efficiency wages as a way to incentivize effort. These examples show for the case
of labor management, the different methods with which firms experimented before the industry settled
on a best practice. It also illustrates that developing best practice took time.

Third, the machines themselves were improved over time as a result of continuous tinkering by
mechanics and workers (Mokyr, 2010). Importantly, throughout our sample period, there was no
formal machine-building sector. Instead, larger firms had their own mechanics and smaller ones relied
on miscellaneous tradesman and small workshops (Cookson, 1994; Chassagne, 1991).
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The historical literature suggests that by about the 1830s, the cotton industry had matured and best
practice methods had diffused, not only in terms of labor management, but along most dimensions
of factory-based production. In fact, Pollard (1965, p. 90) posits that by 1830 in Britain, the cotton
mill had a more or less standardized structure: “a cotton mill was so closely circumscribed by its
standard machinery, and there was so much less scope for individual design, skill or new solutions to
new problems, by 1830, at least, (...) that little originality in internal layout was required from any but
a handful of leaders.” In 1800 however, this was all in the future, and as Allen (2009) notes, in 1800
the cotton mill still needed to be “invented.”

3 Data
The analysis in this paper is based on a novel firm-level dataset constructed from handwritten industrial
surveys. The data have a panel-like structure covering three industries: mechanized cotton spinning,
metallurgy, and paper milling. We observe firms in these sectors at two points in time: around 1800
and again in 1840. We are aware of no similar, firm-level panel data for any other country during the
period of the First Industrial Revolution, including Britain. Below, we discuss the main features of the
data and the variables used in the analysis.14

3.1 Industrial Surveys

Our data from the turn of the 19th century are based on three industry-specific surveys that were
conducted by the French government. The survey for paper milling was conducted in 1794 during the
French Revolution and contains data on 593 firms. The survey for the other two sectors were conducted
by the Napoleonic regime (1806 for cotton textiles, covering 389 firms, and 1811 for metallurgy, cov-
ering 477 firms).15 Examples of the original data for each sector are shown in Figures C.1, C.2, and
C.3 in the appendix. Although these data have not been systematically used for quantitative analysis,
the quality of French record-keeping in this period is well-known.16 The period is referred to as the
“Golden Age of French Regional Statistics” (Perrot, 1975), while Grantham (1997, p. 356) argues
that “the quality equals that of any estimate of economic activity for a century to come.” Though
the surveys were conducted at different points in time, we refer to their date henceforth as 1800. Im-
portantly, for the cotton spinning sector, the organization of production in factories was sparked by

14A more detailed description of the data (including sources) can be found in Appendix C.
15The metallurgy survey also asked firms to recall information about production in 1788. These data, together with

other governmental statistics, were compiled to provide an overview of the sector in 1788 by Bougin and Bourgin (1920).
Unfortunately, as about 80% of firms do not report employment in 1788, we cannot use the data in our baseline analysis,
but we do use the data as a validation check on firm survival as these firms are linked to the 1811 data by Woronoff (1984).
Appendix C contains additional information on the 1788 recall data.

16The only exception that we are aware of is Juhász (2018), who uses the data from 1806 on the mechanized cotton
spinning industry.
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mechanization. Thus, all firms covered in our sample in both periods were using modern technology.
Data for the the second period is based on the first industrial firm census in France, conducted in the

years 1839-1847 and digitized by Chanut, Heffer, Mairesse, and Postel-Vinay (2000).17 For simplicity,
we refer to these data as the ‘1840 census.’ While this census covers all manufacturing establishments,
we only use data for paper milling (348 firms), cotton spinning (528 firms), and metallurgy (839 firms).
The spatial distribution of firms in 1800 and in 1840 is shown in Figure 2 for mechanized cotton
spinning, in Figure 3 for metallurgy, and in Figure 4 for paper milling.

The different surveys contain remarkably rich information, though the exact set of variables varies
from survey to survey. Here, we discuss only the variables used across all sectors, as well as additional,
sector-specific variables when they are used in the empirical analysis. Our main variable of interest is
labor productivity measured at the firm level and defined as the log of revenues per worker.18 Impor-
tantly however, for all sectors, output in the initial period is reported in physical units, whereas only
total revenue of the firm is reported in the 1840 census. We use sector-level prices for the earlier sur-
vey years (around 1800) and a PPI deflator to render revenue per worker comparable between the time
periods. It should be noted that, given the sector level pricing used for 1800, we are comparing TFPQ
(1800) to deflated TFPR (1840) across time for all sectors. Such a comparison would be problematic
if markups changed. However, this is unlikely to be quantitatively important because all three sectors
in our analysis produced standardized, often intermediate products. Given the importance of these
variables for our analysis, we discuss the sectoral output prices and the deflator that we use in more
detail below.

3.2 Output Prices and Deflators

The surveys for the three sectors around 1800 report output quantity and (in some cases) product-
specific prices and quality. In what follows, we describe how we use this information to construct
firm-specific revenues. The census in 1840 directly reports firm-specific revenues. However, we need
to adjust for changes in output prices over time to ensure that revenues in 1840 are comparable to
revenues in the earlier periods. We describe this procedure below.

In cotton spinning, our baseline measure of revenue adjusts for the average quality of yarn used
by the firm. In particular, we use the schedule of prices for different counts of yarn reported by the
French government. We construct firm-level revenue by multiplying the quantity of output produced
by the price of the average quality of yarn produced by the firm.19 In robustness checks, we also use a

17One potential concern with the 1839-1847 data is that firms with less than 10 workers may have been systematically
under-reported (Chanut et al., 2000). This is mostly relevant for paper milling, where firm size is the lowest. In robustness
checks, we show that our baseline results hold even when only using firms with at least 10 workers in both periods.

18We use this measure as it is the one that is consistently available across sectors and over time.
19The cotton spinning survey asks for the minimum and maximum quality of yarn produced by the firm.
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single sector-level price (as we cannot adjust for quality in paper milling), which we define based on
the average quality of yarn produced across all firms.

In metallurgy, firms report the quantity of output produced (by product) as well as their price.20

While product-specific output quantity is reported by all firms, the product-specific price is only re-
ported by a subset of firms. For this subset, we compute the average price for each product. Then,
we multiply this average product-specific price with the output quantity to obtain product-specific
revenues for all firms; summing up within firms yields total firm revenues.

Since the survey for paper milling does not report any data on output prices, to construct revenues,
we use price data from the 1794 Tableaux du Maximum (Daudin, 2010). The Tableaux was compiled
by the revolutionary government and it reports prices of a standardized list of goods in 1790 (increased
by one-third).21 In the case of paper products, for each district, we have information on the different
types of paper sold and their price (for a total of 879 entries). However, information on the unit
of measurement for the price is only reported for about 30% of our observations. To impute the
missing weights (and compute the unit price) we identify 9 different clusters of products. Finally, we
compute a departement-level price, as a weighted average price (per kg) of all products produced in
that departments (using the imputed weight).22 Given the highly imperfect nature of these data, we
construct sectoral price indices based on a variety of assumptions. In robustness checks, we use the
country-wide sectoral prices to compute revenues in the earlier period.

Finally, to compare revenues in the earlier periods and in 1840s, for all three sectors, we deflate
revenue data using the producer price index (PPI) for respective years from Mitchell (2003). The PPI
in 1800 is 1.18. The PPIs in 1806 and in 1811 are 1.25 and 1.68, respectively – and we use these to
deflate revenues in cotton spinning and in metallurgy in the corresponding years. Finally, for all three
sectors, we use the PPI in 1840, which is equal to 0.88. The PPI data from Mitchell (2003) are reported
only starting in 1800. In the case of paper milling – where prices are from 1790 – we need to make an
assumption about how 1790 prices relate to prices in 1800. Based on our reading of the literature on
the timing of hyperinflation during the French Revolution, we assume the 1790 prices are the same as
prices in 1800.23

20Products included in the survey are: iron of first quality, iron of second quality, iron of third quality, steel cementation,
steel natural, and pig iron.

21The 1794, Tableaux du Maximum was part of the strategy of the revolutionary government to fight hyperinflation.
22We use a departemental price as we want to accurately capture the product mix produced by a firm (which we do not

observe).
23The high inflation during the revolutionary period was accompanied by the increasing issuing of assignats. Initially

linked to gold – one louis d’or was equal to 100 assignats in 1791 – their value largely depreciated: In 1794, the same louis
d’or corresponded to about 500 assignats. After a period of hyperinflation (1793-1797), the assignats were removed from
the market (White, 1991; Sargent and Velde, 1995). In 1800, Napoleon founded the Banque de France and then ruled out
paper money (Lefebvre, 2011), while trying to increase the stock of metallic money. While there is no systematic price
index linking the 1790 and 1800 prices, by 1800, prices went approximately back to their 1790 level – we are grateful
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3.3 Linking Firms over Time

It is possible to link firms over time given that all surveys report the name of the owner and the precise
location of the firm up to the commune, which is the lowest administrative unit in France.24 We link
firms in two ways. The most conservative method is to consider only matches across time and within
industries if the name of the owner and the location of the firm both match. A less stringent method
considers as a match also those firms that are the only active firm in their respective sector at both
points in time. This turns out to be fairly common in the data. An obvious concern is whether this
‘local matching’ indeed identifies the same firm. This is likely, given a fortuitous feature across all
three of our industries: their reliance on water-power. Only a small number of locations in a particular
commune will be suitable for setting up a water-powered mill, as rapid streamflow is needed to yield
sufficient power. Moreover, the backwater created by one mill means that another mill cannot be
located in close proximity. Consistent with this, Crafts and Wolf (2014) argue that agglomeration in the
cotton textile industry was not observed until steam became the common source of power in Britain.
Consequently, we arguably identify firms that have the same location within communes. Whether
these were owned by the same entrepreneur (or their descendants), or whether they had passed on to a
different owner is not crucial for our analysis.

One way to validate the assumptions underlying ‘local matching’ is to examine how frequently
communes with a single firm active in the sector in 1800 show up in 1840 with multiple firms active
in the same sector. If this occurs frequently in the data, it would suggest that in fact there are multiple
suitable locations for production in that sector for a particular commune. This is not the case in our
data: For the vast majority of single firm communes that we identify in the initial period, there either
continues to be one firm or no firms in the subsequent survey. It is exceedingly rare (6% of cases
in both paper milling and cotton spinning, and 8% in metallurgy) across all three surveys for single
firm communes to ‘add’ additional firms (despite the large increase in the number of firms active in
the sector for metallurgy and cotton spinning). As an additional check on our methodology, it is also
possible to compare firm survival in metallurgy to that reported in Woronoff (1984) for the period
1788-1811. Our estimates of firm survival rates for the period 1811-1840 are still well below (a half
or less) those that are reported in Woronoff (1984) for the period 1788-1811, suggesting that it is
unlikely that we are systematically overestimating firm survival.

We define two measures of survival based on name matching and local matching: a ‘naive’ survival
rate and a ‘restricted sample’ survival rate. The ‘naive survival rate’ is defined as the percentage

to Eugene White for these insights on hyperinflation during the French Revolution. Moreover, for one town (Château-
Gontier), we also observe a (wheat) price index every year from 1790 to 1800: This was 202 in 1790, it increased to 336 in
1794, and went back to 209 in 1800 (Hauser, 1985). This evidence from Château-Gontier further supports our assumption
that 1790 prices were approximately the same as prices in 1800.

24In bigger cities such as Paris, the arrondissement, or district, is also reported.
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of firms from the initial period that survive into the later period based on matching either on name
matching or local matching. We call this rate ‘naive’ because it does not adjust for the fact that the
number of firms located in communes that have only one firm varies across the three sectors in our
sample. To adjust for the fact that different sectors have single firm communes to a varying degree,
we also construct the ‘restricted sample’ survival rate. This is based on the subset of firms located in
communes that have only one firm in the initial period and that commune either does not show up in
the 1840 data or it shows up with only one firm. In this subsample, we then define survival as there still
being one firm in the respective sector in the commune in 1840.25 Relative to the naive survival rate,
this definition adjusts for differences across sectors in what share of firms are located in communes
where they are the only firm in the sector.

4 Empirical Analysis
In this section, we use our data to study the effect of technology adoption in cotton spinning on the
firm productivity distribution in the short- and long-run. We compare its evolution to that observed
in metallurgy and paper milling. We begin by examining firm scale across the different sectors (mea-
sured by the number of employees) during our sample period in order to assess the extent to which
the different sectors were characterized by factory production. Second, we document the pattern of
productivity growth across the three sectors. Then, we propose and investigate a mechanism that can
rationalize the pattern of productivity growth observed in cotton spinning. Finally, we consider a set
of alternative mechanisms that could account for the results and test them empirically.

4.1 The Evolution of Firm Scale Across Sectors

What did firms across the different sectors look like in 1800, and to what extent did they undergo
change during our study period? Table 2 provides a first pass at this issue, showing the evolution of
firm size, measured by the number of employed workers. A few points stand out. First, as early as
1806, cotton spinning firms were strikingly large. The average spinning firm in this period had 63
employees (the median is 30). Recall that mechanization, which triggered the move to factory-based
production was invented only in the late 18th century. Moreover, the machines were only adopted
sporadically across France prior to the 1800s. Consistent with these facts, the median firm in cotton
spinning was three years old. Despite the fact that factory-based production in cotton spinning was but
a generation old in France, firms in cotton spinning were already much larger than in the two sectors
that had a much longer tradition of factory-based production: Firms in metallurgy (reported in 1811)

25Based on this sample definition, we exclude firms that were the only ones in their commune in 1800, and where there
was more than one firm in 1840. As discussed above, the number of these “uncertain” observations is very small across
all sectors, which we consider a validation of this methodology.
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had a mean size of 20 (median: 11); paper milling firms had on average 6 workers (median: 5).26

Thus, despite the sector’s late start in factory-based production, the average firm in cotton spinning
was operating at a scale that was exceptional by the standards of other sectors.27

Turning to the evolution of firm size over time, Table 2 also shows that all sectors underwent
significant growth in terms of firm size in the period 1800-1840. Average firm size doubled in cotton
spinning and grew threefold in the other two sectors. In 1840, the average cotton spinning firm had
112 employees (median 72), while metallurgy and paper milling had 57 and 17, respectively (median:
22 and 10). In the next section, we turn to examining the evolution of firm productivity during a period
in which firm scale was growing dynamically across all three sectors.

4.2 The Pattern of Productivity Growth Across Sectors

We begin by examining mean labor productivity growth across the three sectors. Using our data for the
two time periods 1800 and 1840, we regress log output per worker ln(Y/L) on a dummy for 1840.28

This coefficient measures the percentage growth in output per worker. Table 4 shows that all three
sectors experienced a significant increase in labor productivity. The largest productivity gains were
achieved in cotton spinning (82%), followed by metallurgy (57%) and paper milling (28%). Remark-
ably, the estimated productivity increase is largest in spinning, despite the fact that all firms in this
sector already used the new technology in 1800. Consequently, the observed productivity increase in
spinning is due to efficiency gains in the new technology. This is in contrast to the two comparison
sectors in which firms begin to adopt key innovations during this period implying that the labor produc-
tivity growth estimates in those sectors partly reflect productivity gains associated with the adoption
of coal in metallurgy and the Foudrinier machine in paper milling.

At what part of the productivity distribution were these gains concentrated? Figure 5 plots the
distribution of labor productivity in the three sectors between the two points in time. These figures
illustrate our main results. The contrast between metallurgy and paper milling on the one hand, and

26One caveat is that the paper milling survey dates from 1794, so that firm size may have grown until 1806. In addition,
in the paper milling survey, only male labor is reported, leading to a further potential downward bias. However, even in
1840, the average firm size in paper milling was only 42 (which includes women and children). We can thus be confident
that paper milling firms in 1806 were substantially smaller than cotton firms.

27Granted, our data only cover two comparison sectors. However, these two sectors had a long tradition of factory-based
production and relied on high fixed-cost capital as well as inanimate power sources. This makes it likely that metallurgy
and paper milling firms had relatively large firm size, as compared to firms in other sectors around 1800 for which we do
not have data. We can also use the 1840 Census, where we know the size of firms in all other sectors to gauge the extent
to which this assumption is likely to be true: The average firm size in cotton spinning is in the 85th percentile, while both
metallurgy and paper milling firms are in the upper tercile of the (average) firm size distribution across sectors. In addition,
all three sectors belonged to the top 90th percentile in terms of the share of firms using “any power” (considering all the
81 subsectors in the 1840 Census, identified by CODB2000, the 90th percentile is 78%).

28Given that we discount revenues using price indices, all our productivity calculations reflect price-adjusted revenue-
based productivity.
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cotton spinning on the other is striking. In the comparison sectors, the entire distribution shifted
rightwards, with gains being somewhat larger in the upper tail. In cotton spinning, in contrast, two
features stand out. First, the initial dispersion in labor productivity was large in 1800 relative to that
in 1840. Second, the lower tail disappeared over this time period, while increases in productivity at
the upper tail were modest. Quantile regressions confirm the pattern in Figure 5. Table 5 reports these
results, estimating regressions for productivity growth at different quantiles, separately by industry.
Figure 6 displays the corresponding coefficients. In spinning, the bias towards productivity growth in
the lower tail is striking. Productivity growth at the 25th percentile is estimated to be twice as large
as that at the 75th percentile (1.12 relative to 0.56), and the difference is more than fourfold between
the 10th and the 90th percentile (1.33 and 0.35). In the comparison sectors, the differences are more
modest across the different quantiles, and growth is concentrated in the upper tail.29 30

Summing up, the results in this section show that after the adoption of the new technology in mech-
anized cotton spinning, the industry witnessed large scale increases in productivity that were driven
by a disappearance of the lower tail of the productivity distribution. Over time, the distribution of
firm productivity became less dispersed. This is in contrast to the patterns observed in the comparison
sectors, in which mean productivity growth was more modest and concentrated in the upper tail.

4.3 Proposed Mechanism: Learning About Best Practice in Factory-Based Production

What explains the lower-tail bias of productivity growth in mechanized cotton spinning? Building
on the historical narrative, one candidate is learning about the efficient organization of factory-based
production and adequate handling of new machinery. As documented by the the historical litera-
ture summarized in Section 2, early adopters in cotton spinning needed to engage in trial and error
along multiple dimensions in order to develop best practice methods for operating the new technology
efficiently and integrate it into other, similarly new aspects of factory-based production. This reason-
ing can be formalized in a simple stylized framework that gives rise to lower-tail biased productivity
growth. The essential ingredients are: i) complementarity across different inputs (tasks) in the pro-
duction function; ii) independent, random draws in the efficiency associated with each input (task);
and iii) the lower bound of each input (task) efficiency draw increases over time (i.e., very bad draws

29In metallurgy, the productivity growth at the 25th percentile is marginally lower than at the 75th percentile (0.52 and
0.59, respectively) while in paper milling, productivity growth at the 25th percentile is about 60% of that observed at the
75th percentile (0.19 and 0.32, respectively).

30Owing to the detailed data on the quality of yarn spun by each firm, we are able to use quality adjusted sector level
prices in 1800 for cotton spinning. Our data are less precise for the other sectors, however, we show that this does not
drive the differences. Table B.3 shows the quantile regression coefficients when we use one sector level price across all
firms. The magnitude of the lower tail bias is slightly smaller but remains striking. The difference in productivity growth
between the 10th and the 90th percentile is 115% relative to 55%. In addition, using detailed data on physical machinery
(number of spindles) available for the cotton spinning sector, we also show our results are robust to to estimating TFP, as
opposed to labor productivity (Table B.4).
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disappear).
Initially, strong complementarity across inputs implies that a low efficiency draw for only one input

will decrease output substantially.31 This gives rise to a fat lower tail of the productivity distribution.
Over time, as knowledge about the best practice in organizing and handling each input diffuses through
the economy, the lower bound for the efficiency draws increases. This gives rise to productivity growth
concentrated in the lower tail. Intuitively, learning gets rid of the worst efficiency draws for each input,
while the best possible draws remain unchanged. Figure A.1 provides an illustration of this mechanism
at work for the case of a CES production function with three inputs. We choose the elasticity of
substitution across inputs to be 0.5, indicating a strong degree of complementarity.32 Efficiency in
each of the inputs is drawn from a uniform distribution with support [0, 1]. Over time, the lower bound
for each distribution increases to 0.1.Figure A.1 shows the resulting evolution of the firm productivity
distribution over time: The initially fat lower tail disappears in the second period – intuitively, very
bad draws that pull down output towards zero (even if all other draws are high) have been eliminated.
The productivity pattern shown in Figure A.1 is qualitatively similar to the one for cotton spinning
shown in Figure 5.

4.3.1 Firm survival across the sectors

Guided by the historical evidence, we now turn to testing this mechanism in our data. First, we exam-
ine firm survival across sectors. If early adopters of mechanized cotton spinning technology had to
experiment with best practice methodology, we would expect initially low firm survival rates relative
to the other two sectors. Experimentation is arguably costly: for example, the layout of the factory is
to a large extent a sunk investment. Changes and extensions can of course be made, but at a cost. If
entrepreneurs in cotton spinning were experimenting with what a cotton mill should look like in 1800,
the ones that got it wrong might find it difficult to correct design flaws and thus be more likely to exit
the market. Indeed, we find evidence of substantially larger exit rates in cotton spinning relative to the
other two sectors. Table 6 reports firm survival rates based on the two measures we defined above.
Based on the ‘naive’ measure, survival rates in spinning (7%) are slightly lower than in paper milling
(9%) and much lower than in metallurgy (34%). Note that the paper milling survey was conducted in
1794, more than 10 years earlier than the cotton spinning survey (1806). If we adjusted for the longer
horizon in paper milling, the implied survival rates for 1806-1840 would significantly higher. This
implies that the differences in survival rates between paper milling and cotton spinning are arguably
significantly underestimated.

Turning to the ‘restricted sample’ survival rates, the differences across the three sectors are even
31In the extreme case – a Leontief production function – output drops to the minimum efficiency draw, no matter how

large the other input draws are.
32For simplicity, we normalize all inputs to be 1 in both periods.
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starker. The survival rate in spinning is still 7%, but it is much higher in the comparison sectors: 20%
in paper milling and 48% in metallurgy. Given the low survival rate observed in cotton spinning, this
definition of survival is consistent with a mechanism in which entrepreneurs that invested in a cotton
spinning mill with poor layout had to exit the market, and the structure of the mill was not subsequently
used by other entrepreneurs in cotton spinning.33

4.3.2 Exiting firms had lower productivity

Second, in Table 7, we examine the extent to which firms that eventually exited the market by 1840
had lower initial productivity around 1800, as compared to future survivors. Unsurprisingly, this was
the case in cotton spinning, where churn was the highest: Exiting firms were 45% less productive than
survivors, and this difference is highly statistically significant. Exiting firms were also less productive
in the comparison sectors, but the pattern is less pronounced: these firms were about 15% less produc-
tive in both sectors, and this number is only statistically different from zero in metallurgy (at the 10%
level). Overall, we find that exiting firms in cotton spinning were particularly unproductive compared
to survivors, and – likewise – the survival rate was significantly lower than in other sectors. These
findings – in combination with the widely dispersed productivity distribution in cotton spinning – are
consistent with large organizational challenges and low initial guidance in switching to factory-based
cotton spinning.

4.3.3 Age profile of firms’ productivity

Third, we examine the extent to which the age profile of firm productivity is consistent with this mech-
anism. If the organization and layout of the cotton mill was partly determined by the (evolving) best
practice of mill design when the mill was built (and the firm founded), we would expect to see that
younger firms have higher productivity, because they have a larger set of previously established firms
from whom they can learn. We exploit the richness of our data to test this in both 1800, when best
practice mill design was still evolving, and in 1840, when according to Pollard (1965), the industry
had reached maturity, at least in Britain. We first examine whether firm age was systematically corre-
lated with productivity in cotton spinning in 1806 (Table 8). Column 1 shows that the unconditional
association is strongly positive: ‘Young’ firms (defined as below-median age) were 58% more produc-
tive in 1806. This could be driven by mechanisms other than the one we examine. For example, new
entrants may use the most recent vintage of capital and thus have higher physical productivity (Fos-
ter, Haltiwanger, and Syverson, 2008). Hence, we control for several important firm characteristics,

33Lower survival rates in spinning could also be consistent with the fact that the industry moved towards steam power
to a larger extent than other sectors and hence moved away from water-power. However, note in Table 3, that even in
spinning, steam power seemed to be used in addition to water power: 66% of cotton spinning firms still used water-power
as a source in 1840. Moreover, cotton mills using steam power were somewhat less productive (see Table B.2), suggesting
that in France firms did not face a strong profit incentive to move away from water-power.
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including the vintage of machinery used (a binary variable for using different vintages of machinery),
the capital intensity of the firm (measured as log spindles per worker), the size of the labor force,
and the average quality (count) of the yarn spun. The coefficient of interest remains large and highly
significant when we add these controls one-by-one.34 The only control that notably changes the mag-
nitude of the coefficient of interest is the quality of yarn. At the time, the quality of yarn that could be
spun depended partly on the quality of the machine, so this may also reflect the effect of better-quality
machines (improved by tinkering), which is arguably also part of our mechanism.

Our data are less rich for 1840 in terms of firm characteristics. In particular, we do not observe firm
age; however, we can perform a similar – albeit weaker – test based on the comparison of surviving and
entrant firms (Table B.5). Consistent with the notion that best practice mill design had been developed
by 1840, firms that entered the market then were not more productive than surviving firms in 1840. The
coefficient is in fact negative, but not statistically different from zero (column 1 in Table B.5). Adding
controls one-by-one (columns 2-5) for the use of water-power (binary indicator), steam power (binary
indicator), any other power source (binary indicator for wind or animal power used by a small subset
of firms) or log employees does not change the results: the coefficient of interest remains negative but
not statistically different from zero. We also perform a similar exercise using data on metallurgy firms
in both periods (Tables B.6 and B.7). For this sector, in both periods, the best measure of firm age that
we observe is a binary indicator of firm survival from 1788 (that we can use to distinguish younger
and older firms in 1811) and the same measure as that used for cotton spinning in 1840. In general,
the results do not point to younger firms having the same advantage in metallurgy in either period.35

4.3.4 Spatial diffusion of knowledge

Given the previous pieces of evidence that are consistent with our mechanism, an important question is
whether we can detect evidence of how the learning process took place. One natural hypothesis is that
firms learn from their most productive neighbors. To test this channel, we estimate whether a firm’s
own productivity is higher in the proximity of other high-productivity firms. We use the following
specification:

ln(Y/L)ij = β0 + β1dist
p90
ij + FEj + ϵij

34We do not include all controls together because of multicollinearity concerns.
35In metallurgy, in 1811, young firms are not more productive once the firm size control (log employees) is added, and

in 1840, young firms are significantly less productive once we control for firm size in a similar way (column 5). (Columns
2-4 add controls one-by-one) for the use of water-power (binary indicator), steam power (binary indicator), any other power
source (binary indicator for wind or animal power used by a small subset of firms) or log employees. Firms that enter the
market after 1811 (“Entrant 1840”) seem to be somewhat less productive, but this effect is imprecisely estimated: it is
only statistically different from zero at conventional levels when we control for firm size in column 5. Note also that the
metallurgy survey has sparser information on this dimension; firm size is the only control that can be added in 1811.
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where ln(Y/L)ij is labor productivity (log output per worker) for firm i located in department j,
distp90ij is log distance to the closest firm in the sector with productivity in the 90th percentile (in the
distribution of all firms across France), and FEj is a department fixed effect. Firms that are themselves
in the top productivity decile are excluded from the sample to avoid introducing a mechanical relation-
ship. Our preferred specification includes department fixed effects as one way to deal with unobserved
location fundamentals that may make all firms in a given region more productive irrespective of local
spillovers.36 This specification is estimated across all three sectors and in both time periods separately.
Standard errors are clustered at the department level to account for spatial autocorrelation.

Before presenting the results, we first examine the spatial distribution of high productivity firms
across our sectors and time periods. Figures A.2, A.3 and A.4 plot the spatial distribution of cot-
ton spinning, metallurgy, and paper milling firms, distinguishing those in the 90th percentile of the
productivity distribution. Across all sectors and time periods, high productivity firms are distributed
relatively evenly across space. Unsurprisingly though, some regions seem to have a larger concen-
tration of high productivity firms than others. It is partly for this reason that we only exploit within
department variation in distance to high productivity firms – department fixed effects are a flexible way
of capturing unobserved location fundamentals that may drive systematic firm productivity differences
across space.

The baseline results are shown in Figure 7 and in Table 9.37 In particular, we report the standard-
ized beta coefficients of distp90 for all three sectors in the two periods. The estimated coefficient for
cotton spinning in 1806 is negative, statistically significant and large in magnitude: A one standard
deviation increase in distance to a high productivity firm in the sector is associated with a 0.81 standard
deviation decline in labor productivity (se 0.14). Strikingly, the same pattern is not observed either
across other sectors or in later time periods. In particular, while the estimated standardized coefficient
is consistently negative, it is much smaller, ranging between -0.084 and -0.249 and only strongly sta-
tistically significant in metallurgy in 1811.38 Proximity to high productivity firms is associated with a
substantially higher productivity advantage in cotton spinning in 1806. While this pattern is consistent
with our mechanism, it could also be driven by a number of other forces. We turn to examining some
prominent alternative explanations below.

First, while department fixed effects capture unobserved differences that vary at the department
level, they cannot capture unobserved differences at a finer spatial level. To test for these, we use two
approaches. First, we control directly for some prominent location fundamentals at the commune level
such as the availability of fast flowing streams (that matter for water power), proximity to coal (that

36We deal with other potential confounders in a multitude of ways that we discuss in more detail below.
37Results for the specification without fixed effects are shown in Table B.8.
38In paper milling, the coefficient is significant at the 10% level in 1794.
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matter for steam power), and the share of forest cover (that matters for access to charcoal, which is
important in metallurgy). Table B.9 shows the results for specifications that control for each of these
location fundamentals. Importantly, the pattern across the coefficients of interest does not change
and the estimated magnitudes remain very similar. Moreover, the location fundamentals do not seem
to matter much, except proximity to water power in cotton spinning in 1840, which enters with a
statistically significant coefficient.39 Another omitted variable that could drive our results are more
general agglomeration externalities. In particular, perhaps the results are not driven by proximity to
high productivity firms, but rather that high productivity firms emerge (within departements) where
the density of production is large due to agglomeration forces. We investigate this explanation directly
by adding a control for the density of production at the commune level (measured as the log of total
output in the sector excluding the firm’s own output). Table B.10 reports the results. Importantly,
the pattern across the coefficients of interest remains very similar (the estimated coefficient in cotton
spinning in 1806 decreases by about 10% to -0.74 (se 0.19)). While, the coefficient of production
density at the commune level is generally small, positive, and never statistically different from zero.

In Table B.11 we present an additional approach to probing the results for unobserved location
fundamentals. We conduct a placebo exercise that examines whether firm productivity in 1800 was
also related to the distance to productive firms that only emerged later, i.e., firms in the top-90th
percentile of productivity in 1840. Reassuringly, the estimated coefficients across the three sectors are
not statistically distinguishable from zero. Moreover, the estimated coefficient on cotton spinning is
close to zero, suggesting that the large estimated coefficient in our baseline specification is not driven
by location fundamentals that are persistent over time.

Second, we examine the extent to which the estimated distance coefficient in cotton spinning in
1806 may be driven by firm selection. It is possible that we estimate a large effect in cotton spinning in
1806 not because firms are learning from their high productivity neighbors but rather because ex-ante
high-productivity firms choose to locate near other high productivity firms. Given that we observe
firms’ age in cotton spinning in 1806, we can examine selection patterns. In Table 10, we show that
our coefficient of interest is robust to controlling for log firm age (column 1) and adding the interac-
tion of firm age and distance to high productivity firms (column 2). This suggests that (conditional on
department fixed effects) firm entry did not vary systematically with the location of high productivity
firms. A different, arguably more conservative approach is to estimate the coefficient of interest using
only the subsample of firms that entered before the closest high productivity firm. The timing of entry
of these firms rules out systematic selection. In column (3) we show that the estimated coefficient re-
mains large and highly significant, though it is somewhat smaller than in the baseline sample (-0.439,

39This may be because the department fixed effects (included across all specifications) already account for the most
important spatial differences in location fundamentals.
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se 0.153). Columns 4 and 5 show that the coefficient of interest remains stable and statistically signif-
icant as controls for firm age and the interaction between firm age and distance to high productivity
firms are added.

In summary, while we cannot completely rule out all confounders, the consistently larger distance
coefficient estimated in cotton spinning in 1806, in combination with a series of robustness checks
presented above, points to the spatial diffusion of knowledge as one mechanism through which learning
across firms may have taken place.

4.4 Robustness to alternative explanations

In the final part of this section we consider potential alternative mechanisms that could explain our
results. The fact that the lower tail-bias in productivity growth is only observed for cotton spinning
and not other sectors suggests that the mechanisms driving the effect are likely to be specific to cotton
spinning, or that they affect this sector differentially. Below, we consider some of these competing
mechanisms.

4.4.1 Market integration

First, we consider whether increased market integration could explain our results in cotton spinning.
As the French economy became more integrated over time, it is possible that lower productivity firms
facing tougher competition had to exit the market. However, no similar lower tail bias in productivity
growth is observed across the two comparison sectors, suggesting that for market integration to explain
the results, it must have affected cotton yarn differently.

Cotton yarn and textiles more generally are high value-to-weight products making them more easily
tradable across long distances. This suggests that cotton spinners may already have faced tougher
competition through more integrated markets in the early 1800s. Based on this reasoning, it is not
clear that cotton spinning is the sector that should be most affected by increased market integration
through the first half of the 19th century. Consistent with this reasoning, there is evidence of somewhat
higher market integration for cotton yarn in the late 18th century. In particular, we use data in 1794
from Daudin (2010) on the number of districts across France that reported consuming cotton textiles,
iron, or paper products from any district in a given department. This measure of market integration
would indicate higher levels in cases where departments report selling products to more districts.
Figure ?? shows the magnitude and spatial patterns for the three product categories across France.
The maps clearly show regional specialization in cotton textiles: many departments seem to produce
mostly for themselves if at all (these are the zeros and ones), while some departments supply to a large
number of districts – the top tercile of departments export cotton textiles to 30 or more districts. In
comparison, there is less specialization and less evidence of strong market integration for the other two
products: fewer departments report not supplying to anyone (particularly in paper) and the top decile
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of departments report supplying to 6 (paper) or 7 (iron) districts in total. This suggests that cotton
textile firms were already competing in a bigger market than the comparison sectors around 1800.

To further probe the extent to which market integration may explain our results, we examine the
robustness of our baseline quantile regressions to controlling for market potential or using only within
region variation by including region fixed effects.40 Table B.12 and B.13 show that the lower-tail bias of
productivity growth remains unique to cotton spinning when these controls are added. Controlling for
market potential changes the coefficients of interest only marginally, while adding region fixed effects
dampens the lower tail bias (productivity growth at the 10th percentile is 100%, relative to 56% at the
90th percentile in cotton spinning). Taken together, this suggests that some part of the effect is driven
by reallocation across regions, but not in a way systematically related to market potential.

4.4.2 Firm size and early spinning workshops

Another concern could be that our results are driven by the disappearance of smaller cotton spinning
workshops. While the move to factory-based production was swift, perhaps smaller workshops using
early vintages of spinning jennies and generally no inanimate sources of power were inherently differ-
ent to the large-scale factories powered by inanimate power sources in a way that would account for
the lower tail bias of productivity growth in the sector. Our data does not differentiate between these
two types of firms (and we do not observe power sources in the 1800 data), but we can examine the
extent to which our results could be driven by these forces in a number of ways.

Our baseline sample includes all firms reported by the enumerators, which probably included
smaller workshops in the initial period. One way to examine their influence on our results is to adopt a
stricter definition of firms and use only those that have more than 10 employees. This should exclude
the majority of the smaller workshops that may only be organized as factory-based production along
some but not all dimensions. Figure A.6 and Table B.14 shows that the lower-tail bias in productivity
growth is robust to using only larger firms. The magnitudes remain similar at most quantiles, while
the lower-tail bias of productivity growth remains unique to cotton spinning firms.41

Finally, our results could also be driven by increasing firm scale. Recall however, that this is
unlikely, as all sectors witness an increase in firm scale. Indeed, as the results in Table B.15 show,
controlling for the number of workers in each firm does not alter our findings.

4.4.3 The effects of the Napoleonic blockade on the cotton spinning sector

Juhász (2018) shows that temporarily higher trade protection from British competition shifted the
location of the mechanized cotton spinning industry within France. To what extent does varying trade
protection explain the lower-tail bias of productivity growth in cotton spinning? Given that our results

40Market potential is measured as the sum of inverse distance-weighted city population measured in 1800.
41This also addresses the concern that smaller firms may have been under-sampled in the latter period.

27



hold within regions (Table B.13), where the pattern of protection was very similar, this is unlikely. We
show further visual evidence that varying trade protection does not drive our results in Figure A.7, by
splitting the sample into firms in northern and southern regions (corresponding to the main dimension
along which protection varied).

4.4.4 Vintages of capital and capital deepening

Another plausible alternative mechanism is that productivity growth in cotton spinning was driven by
incremental technological improvements being made to the mechanized machinery after 1800. While
part of productivity growth is almost certainly driven by the improved efficiency of machines, it is
unlikely that this can explain why growth is concentrated in the lower tail of the firm-productivity
distribution.42 This is unlikely for a number of reasons. First, it is not clear why this mechanism
would lead to such large churn in the industry, as the spinning machines depreciated relatively fast – in
about 10 years according to Allen (2009). Thus, existing firms should have been able to upgrade their
machinery over time without needing to exit the market. In addition, younger firms were systematically
associated with higher productivity in 1800, conditional on the vintage of machine used. This suggests
that frontier knowledge at the time of setting up the firm had an effect on firm productivity beyond that
of the vintage of machine used.

Finally, in Table B.16 we examine whether capital deepening can account for our results by control-
ling directly for the capital-labor ratio in the firm (measured as the number of spindles per employee).
The lower tail bias for productivity growth remains robust and similar in magnitude, suggesting that
neither differential capital deepening, nor changes in the vintages of capital used drive the results.43

4.5 Discussion

What do our results tell us more broadly about the process of technology adoption? In our view, these
findings have the potential to shed light on two important puzzles in the literature. First, our findings
speak directly to why the aggregate productivity effect of major technological breakthroughs such as
IT and electricity may be hard to document in the data. Based on our results, the full effects of a new
technology may take significant time to materialize, as firms need to learn how the new technology
can be operated efficiently once the technology has been widely adopted. In our context, adopting
mechanized cotton spinning required producers to reorganize production from household to factory-
based production. In other settings, the specific challenges may be different, but they are plausibly

42It is important to note that trial and error in developing efficient machines is not inconsistent with our mechanism; it
is, in fact, plausibly one part of it. The question is whether the lower tail of the distribution disappears over time as a result
of the fact that it is associated with less efficient vintages of machinery used.

43Newer versions of the different machines on the market did have more spindles but as we use the number of spindles
per worker as our measure of the capital-labor ration of the firm as opposed to the number of machines per worker, we are
already capturing this effect.
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subject to similar mechanisms. For mechanized cotton spinning, we estimate that productivity for the
average firm using essentially identical new production methods increased by about 82% in the long-
run, relative to when the technology was in its infancy in 1800. Put differently, observers estimating
the productivity effect of switching from handspinning to mechanized spinning would significantly
underestimate the aggregate productivity effect if they only looked at the increase in productivity
measured in 1800.

Second, our results also shed light on the slow adoption of major new technologies. When there
is uncertainty about how to operate a new technology efficiently and the knowledge, once acquired
via costly experimentation, is easily observable to competitors, firms may face a strategic incentive
to delay adoption. The high exit rates observed in cotton spinning relative to other sectors, alongside
the higher productivity observed for younger firms in 1806, suggest that firms that entered later were
at an advantage. If entrepreneurs understand the significant uncertainty they face when setting up a
spinning mill at early stages of adoption, they have an incentive to delay technology adoption in order
to take advantage of the learning externalities generated by other early adopters.

5 Conclusions
The diffusion of innovation is at the core of aggregate productivity growth and thus of key importance
for economic development. However, understanding the determinants and effects of technology adop-
tion has proven to be challenging. Our results shed light on the process of technology adoption, by
focusing on a unique historical setting: The adoption of mechanized cotton spinning in France dur-
ing the First Industrial Revolution. Mechanized cotton spinning had been invented in Britain and, in
1800, it had recently been adopted in France. If operated efficiently, it promised huge productivity
improvements.

To conduct our empirical analysis, we digitized firm-level data from historical surveys covering
mechanized cotton spinning and two comparison sectors – metallurgy and paper milling – at two
points in time, 1800 and 1840. Since in cotton spinning, production in firms only emerged with the new
technology – the famous spinning jenny – any cotton ‘firm’ in the data must have operated mechanized
spinning. This allows us to isolate the productivity distribution specific to the new technology and to
examine its evolution over time. On the other hand, in the comparison sectors (metallurgy and paper
milling), production was already organized in firms before the Industrial Revolution because of their
reliance on water-power and high-fixed-cost machinery. Thus, the firm productivity distribution in
these sectors reflects the typical mix of different vintages of technology.

We documented three main findings for cotton spinning firms: 1) we observe a highly dispersed
productivity distribution in the initial period (1806); 2) the industry experienced substantial productiv-
ity growth, which exceeded the growth in the comparison sectors; 3) this aggregate productivity growth
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in cotton spinning was largely driven by a disappearance of lower-tail firms, while in the comparison
sectors, the whole distribution shifted to the right.

To rationalize these findings, we presented rich historical evidence that at early stages of adoption,
entrepreneurs in mechanized cotton spinning needed to learn about the most efficient way to operate
the new technology along multiple dimensions. In particular, the move from household to factory
production represented a crucial organizational challenge to entrepreneurs, and historical evidence
suggests that many of the organizational innovations proceeded via a process of trial and error. We
showed empirical evidence consistent with this. First, churn was much higher in cotton spinning,
consistent with the notion that early adopters that did not stumble on efficient production methods
needed to exit the market. Consistent with this, exiting firms in cotton spinning were substantially
less productive than those that survived. Second, in 1806 younger firms in cotton spinning were more
productive, even controlling for vintage of capital used, consistent with the idea that firms entering the
market later could draw from a better pool of best practice. Finally, we showed evidence consistent
with the spatial diffusion of best practice knowledge.

These findings shed light on two important questions in the economics literature: Why is the
adoption of major innovations slow, despite their huge potential for efficiency gains? And why do
aggregate efficiency gains take time to materialize?

In our setting, the highly dispersed initial productivity distribution points to information disparities
across cotton firms: The organization of factory production evolved via a process of trial and error and
only the most productive adopters, those that ‘stumbled’ on the efficient organization of factory pro-
duction, survived. By 1840, information about the efficient organization of cotton mills had dispersed,
leading to a much narrower distribution of firm productivity. This suggests that uncertainty about the
optimal organization of production with a new technology can thus explain why aggregate productivity
gains are initially small. When technological change requires the reorganization of production, early
adopters experiment with the efficient organization of production, and some of them will operate the
new technology inefficiently. Consequently, the promised benefits of the new technology may materi-
alize relatively slowly for the average firm. These findings are in line with the literature showing that
the effects of disruptive technologies such as electricity and IT appear slowly in industry productivity
“due to the need to reorganize the operation of the entire manufacturing facility to make effective use
of this innovation.” (Hall and Khan, 2003, p.8).

At the same time, a lack of knowledge about organizing production reduces the expected productiv-
ity gains from switching to a new technology, and expectations that this knowledge will improve over
time creates incentives to delay entry. This can help explain the slow diffusion of major innovations,
especially if they require a re-organization of production.
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FIGURES

Figure 1: Price of different counts of yarn in Britain. Source: Harley (1988).
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Figure 2: Spatial distribution of firms – Cotton spinning
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1811 1840

Figure 3: Spatial distribution of firms – Metallurgy

1794 1840

Figure 4: Spatial distribution of firms – Paper milling
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Figure 5: Productivity growth concentrated at different parts of the distribution
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Figure 6: Productivity growth concentrated at different parts of the distribution
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Figure 7: Proximity to most productive firms: standardized beta coefficients, estimated in a specification that includes
departmental FE. Standard errors clustered at the department level.
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TABLES

Table 1: Occupation or background of owners of mechanized cotton spinning firms

Panel A: Owners active between 1785-1815

Nobility or administrator pre-1789 10.2%
Banking and finance 62.5%
Industrialist 9.5%
Worker or mechanic 10.2%
Liberal profession 6%
Other 3.5%
N 185

Panel B: Owners active between 1815-1840

Son of industrialists 34.6%
Industrialist by education 4.9%
Merchant manufacturer 26.3 %
Banking and finance 8.7%
Factory or commercial employee 12.6%
Workers or qualified engineers 9.3%
Other 3.2%
N 185

Notes: Source: Chassagne (1991, p.274 and p. 526)
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Table 2: Firm scale becomes larger in all three sectors

(1) (2) (3) (4) (5) (6)
Sector year mean sd median 10perc 90perc N
Cotton Spinning 1806 63 (101) 30 4 150 372

1840 112 (148) 72 28 210 528
Metallurgy 1811 20 (23) 11 4 46 457

1840 57 (114) 22 7 135 839
Paper Milling 1794 6 (8) 5 2 10 550

1840 17 (22) 10 3 50 348
Notes: Paper milling reports only male labor. Mean firm size in 1840 using total labor force is 42.

Table 3: Sources of energy in the three sectors (1840)

Share of firms using (at least 1) Number
Water power Steam power Other power Any power of firms

Sector (1) (2) (3) (4) (5)
Cotton spinning 0.66 0.39 0.02 0.93 528
Metallurgy 0.64 0.16 0.09 0.77 839
Paper milling 0.85 0.12 0.02 0.88 348

Notes: In column (3) other power refers to wind and animal power.

Table 4: Large increases in productivity in all sectors

(1) (2) (3)
depvar: log(Y/L) Spinning Metallurgy Paper milling
Year = 1840 0.823*** 0.565*** 0.282***

(0.052) (0.054) (0.053)

Observations 868 1296 868
R-squared 0.261 0.086 0.031

Notes: Robust standard errors in parentheses. Notation for statistical sig-
nificance: *** p<0.01, ** p<0.05, * p<0.1.
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Table 5: Productivity growth concentrated at different parts of the distribution

Quantile Regression Estimates OLS

depvar: log(Y/L) 0.1 0.25 0.5 0.75 0.9 Coeff.
Spinning 1.332∗∗∗ 1.120∗∗∗ 0.760∗∗∗ 0.561∗∗∗ 0.345∗∗∗ 0.823∗∗∗

(0.069) (0.078) (0.051) (0.057) (0.101) (0.052)
N 868 868 868 868 868 868

Metallurgy 0.493∗∗∗ 0.515∗∗∗ 0.518∗∗∗ 0.587∗∗∗ 0.715∗∗∗ 0.565∗∗∗

(0.120) (0.078) (0.068) (0.054) (0.066) (0.054)
N 1296 1296 1296 1296 1296 1296

Paper milling 0.188∗∗ 0.188∗∗∗ 0.247∗∗∗ 0.469∗∗∗ 0.315∗∗∗ 0.281∗∗∗

(0.074) (0.071) (0.059) (0.063) (0.102) (0.053)
N 868 868 868 868 868 868

Notes: Robust standard errors in parentheses. Notation for statistical significance: *** p<0.01,
** p<0.05, * p<0.1.

Table 6: Survival rates across sectors

Spinning Metallurgy Paper milling
year 1806-1840 1811-1840 1794-1840

Naive survival rate 7% 34% 9%
Num firms 389 477 593

Restricted sample survival rate 7% 48% 20%
Num firms 86 303 206

Notes: The “naive survival rate” is defined as the percentage of firms from the initial pe-
riod that survive into the later period based on matching either on name matching or local
matching. The “restricted survival rate” adjusts for the fact that different sectors have single
firm communes to a varying degree. It is based on the subset of firms located in communes
that have only one firm in the initial period and that either do not show up in the 1840 data
or they show up with only one firm.
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Table 7: Exiting firms lower productivity than surviving firms

depvar log(Y/L) log L Log Y
Spinning (exit = 1) -0.456∗∗∗ -1.016∗∗∗ -1.472∗∗∗

(0.132) (0.227) (0.241)
N 340 340 340

Metallurgy (exit = 1) -0.154∗ -0.447∗∗∗ -0.601∗∗∗

(0.088) (0.090) (0.096)
N 457 457 457

Paper milling (exit = 1) -0.127 -0.225∗ -0.352∗∗

(0.149) (0.123) (0.170)
N 520 520 520

Notes: Paper milling reports only male labor. Robust standard errors in
parentheses. Notation for statistical significance: *** p<0.01, ** p<0.05,
* p<0.1.
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Table 8: Productivity and firms’ age profile, 1806 – cotton spinning

Dependent variable: log(Y/L)

(1) (2) (3) (4) (5) (6)
Young firm 0.575∗∗∗ 0.374∗∗∗ 0.543∗∗∗ 0.493∗∗∗ 0.608∗∗∗ 0.534∗∗∗

(0.088) (0.079) (0.083) (0.085) (0.086) (0.085)
(log) Yarn quality 0.673∗∗∗

(0.074)
Low-tech spindles -0.626∗∗∗

(0.087)
High-tech spindles 0.481∗∗∗

(0.086)
(log) Workers 0.107∗∗∗

(0.025)
(log) Spindles per worker 0.336∗∗∗

(0.070)

R2 0.11 0.32 0.20 0.18 0.14 0.17
N 340 323 340 340 340 340
Notes: Robust standard errors in parentheses. Low-tech spindles and high-tech spindles are binary indicators
equal to 1 for firms are using the earliest (jenny) and latest (mule jenny) vintage of machinery respectively.
Notation for statistical significance: *** p<0.01, ** p<0.05, * p<0.1.
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Table 9: Effect of distance - FE specification

depvar: log(Y/L) Spinning Metallurgy Paper milling
1806 1840 1811 1840 1794 1840
(1) (2) (3) (4) (5) (6)

Dist to p90 (1800) -0.814∗∗∗ -0.249∗∗∗ -0.246∗

(0.143) (0.088) (0.128)
Dist to p90 (1840) -0.176 -0.084 -0.098

(0.106) (0.097) (0.123)
Department FE Yes Yes Yes Yes Yes Yes

R2 0.56 0.15 0.37 0.27 0.30 0.44
N 290 471 377 746 456 312

Notes: Standard errors (clustered at the departmental level) in parentheses. Dist to p90(1800) and
Dist to p90(1840) measure the log distance to the closest firm in the sector with productivity in the
90th percentile in 1800 and in 1840, respectively. Notation for statistical significance: *** p<0.01,
** p<0.05, * p<0.1.

Table 10: Testing for firm selection in cotton spinning in 1806

depvar: log(Y/L) Spinning 1806
(1) (2) (3) (4) (5)

Only firms entering before
high productivity firms

Dist to p90 (1800) -0.791∗∗∗ -0.845∗∗∗ -0.439∗∗∗ -0.393∗∗ -0.481∗∗

(0.136) (0.129) (0.153) (0.153) (0.196)
Firm Age -0.046 -0.203 -0.153 -0.388∗

(0.085) (0.135) (0.133) (0.205)
Firm Age* Dist to p90 (1800) 0.237 0.365

(0.203) (0.258)
Department FE Yes Yes Yes Yes Yes

R2 0.56 0.57 0.66 0.66 0.67
N 284 284 176 176 176
Notes: Standard errors (clustered at the departmental level) in parentheses. Dist to p90(1800) is the log
distance to the closest firm in cotton spinning with productivity in the 90th percentile in 18006. Notation
for statistical significance: *** p<0.01, ** p<0.05, * p<0.1.
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A Additional Figures
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Figure A.1: Log output per worker

Notes: Example with a CES production function that has three inputs (all normalized to 1). The
elasticity of substitution is 0.5. The efficiency of each input is a random draw from an independent,
uniform distribution with support [0, 1]. Left panel shows the initial productivity distribution.
Right panel shows the change in productivity when the lower bound for each distribution increases
to 0.1.
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1806 1840

Figure A.2: Cotton spinning firms in 1806 and in 1840

Notes: The figure plot the spatial distribution of cotton spinning firms in 1806 (left panel) and in 1840 (right panel),
distinguishing those in the 90th percentile of the productivity distribution (black).

1811 1840

Figure A.3: Metallurgy firms in 1811 and in 1840

Notes: The figure plot the spatial distribution of metallurgy firms in 1811 (left panel) and in 1840 (right panel),
distinguishing those in the 90th percentile of the productivity distribution (black).
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1794 1840

Figure A.4: Paper milling firms in 1794 and in 1840

Notes: The figure plot the spatial distribution of paper milling firms in 1794 (left panel) and in 1840 (right panel),
distinguishing those in the 90th percentile of the productivity distribution (black).

Cotton textiles Iron products Paper products

Figure A.5: Market integration for the three sectors, 1794. Source: Daudin (2010).
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Figure A.6: Productivity growth concentrated at different parts of the distribution (firms with at least
10 workers)
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Figure A.7: Spinning: Productivity growth in the ‘North’ and ‘South’ of France

Notes: Northern communes are those located in above-median latitude. Southern communes are those located in below-
median latitude.
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Figure A.8: Cotton Spinning – Productivity growth using TFP
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B Additional Tables

Table B.1: Firm scale becomes larger in all three sectors (firms with at least 10 workers)

(1) (2) (3) (4) (5) (6)
Sector year mean sd median 10perc 90perc N
Cotton Spinning 1806 81 (110) 48 12 180 283

1840 113 (149) 72 30 210 521
Metallurgy 1811 30 (26) 20 11 64 255

1840 71 (126) 30 13 168 654
Paper Milling 1794 17 (20) 12 10 21 65

1840 28 (25) 20 10 50 182
Notes: Paper milling reports only male labor. Mean firm size in 1840 using total labor force is 42.

Table B.2: Productivity and the use of steam power in cotton spinning (1840)

Dependent variable: log(Y/L)

(1) (2) (3) (4)
Steam power -0.090∗∗ -0.082∗ -0.087∗

(0.046) (0.048) (0.046)
Water power 0.060 0.017

(0.050) (0.053)
Other power 0.144

(0.142)

R2 0.01 0.00 0.01 0.01
N 528 528 528 528

Notes: Robust standard errors in parentheses. Notation for statistical sig-
nificance: *** p<0.01, ** p<0.05, * p<0.1.
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Table B.3: Productivity growth concentrated at different parts of the distribution (prices not quality-
adjusted)

Quantile Regression Estimates OLS

depvar: log(Y/L) 0.1 0.25 0.5 0.75 0.9 Coeff.
Spinning 1.149∗∗∗ 0.962∗∗∗ 0.716∗∗∗ 0.622∗∗∗ 0.554∗∗∗ 0.807∗∗∗

(0.097) (0.068) (0.066) (0.054) (0.064) (0.047)
N 868 868 868 868 868 868

Notes: Robust standard errors in parentheses. Notation for statistical significance: *** p<0.01,
** p<0.05, * p<0.1.

Table B.4: Productivity growth concentrated at different parts of the distribution – using TFP

Quantile Regression Estimates OLS

depvar: TFP 0.1 0.25 0.5 0.75 0.9 Coeff.
Spinning 3.233∗∗∗ 3.107∗∗∗ 2.834∗∗∗ 2.647∗∗∗ 2.317∗∗∗ 2.845∗∗∗

(0.080) (0.072) (0.056) (0.083) (0.072) (0.050)
N 868 868 868 868 868 868

depvar: Y/L
Spinning 1.332∗∗∗ 1.120∗∗∗ 0.760∗∗∗ 0.561∗∗∗ 0.345∗∗∗ 0.823∗∗∗

(0.069) (0.078) (0.051) (0.057) (0.101) (0.052)
N 868 868 868 868 868 868

Notes: Robust standard errors in parentheses. Notation for statistical significance: *** p<0.01,
** p<0.05, * p<0.1.
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Table B.5: Productivity and firms’ age profile, 1840 – cotton spinning

Dependent variable: log(Y/L)

(1) (2) (3) (4) (5)
Entrant 1840 -0.038 -0.044 -0.056 -0.041 -0.101

(0.101) (0.101) (0.102) (0.102) (0.100)
Water power 0.061

(0.050)
Steam power -0.092∗∗

(0.047)
Other power 0.171

(0.140)
(log) Workers -0.156∗∗∗

(0.028)

R2 0.00 0.00 0.01 0.00 0.07
N 528 528 528 528 528

Notes: Robust standard errors in parentheses. Entrant 1840 is a binary indicator equal
to 1 for firms that entered the market after 1806. Water power, steam power, and other
(wind or animal) power are binary indicators equal to 1 for firms using the respec-
tive source of power. Notation for statistical significance: *** p<0.01, ** p<0.05, *
p<0.1.

Table B.6: Productivity and firms’ age profile, 1811 – metallurgy

Dependent variable: log(Y/L)

(1) (2)
Entrant 1811 0.226∗

(0.118)
(log) Workers -0.307∗∗∗

(0.049)

R2 0.01 0.09
N 448 457

Notes: Robust standard errors in parentheses. Entrant 1811 is a binary
indicator equal to 1 for firms that entered the market after 1788. Notation
for statistical significance: *** p<0.01, ** p<0.05, * p<0.1.
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Table B.7: Productivity and firms’ age profile, 1840 – metallurgy

Dependent variable: log(Y/L)

(1) (2) (3) (4) (5)
Entrant 1840 -0.106 -0.056 -0.104 -0.101 -0.174∗∗∗

(0.076) (0.077) (0.077) (0.077) (0.065)
Water power 0.324∗∗∗

(0.062)
Steam power -0.044

(0.076)
Other power -0.192∗∗

(0.090)
(log) Workers -0.374∗∗∗

(0.027)

R2 0.00 0.03 0.00 0.01 0.24
N 839 839 839 839 839

Notes: Robust standard errors in parentheses. Entrant 1840 is a binary indicator equal to 1 for
firms that entered the market after 1811. Water power, steam power, and other (wind or animal)
power are binary indicators equal to 1 for firms using the respective source of power. Notation for
statistical significance: *** p<0.01, ** p<0.05, * p<0.1.

Table B.8: Effect of distance - no department FE

depvar: log(Y/L) Spinning Metallurgy Paper milling
1806 1840 1811 1840 1794 1840
(1) (2) (3) (4) (5) (6)

Dist to p90 (1800) -0.384∗∗∗ -0.306∗∗∗ -0.111
(0.072) (0.090) (0.071)

Dist to p90 (1840) -0.212∗∗∗ -0.303∗∗∗ -0.183∗∗

(0.062) (0.063) (0.081)
Department FE No No No No No No

R2 0.15 0.04 0.09 0.09 0.01 0.03
N 290 471 377 746 456 312

Notes: Standard errors (clustered at the department level) in parentheses. Notation for statistical significance:
*** p<0.01, ** p<0.05, * p<0.1.
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Table B.9: Effect of distance - FE specification controlling for location fundamentals

depvar: log(Y/L) Spinning Metallurgy Paper milling
1806 1840 1811 1840 1794 1840
(1) (2) (3) (4) (5) (6)

Dist to p90 (1800) -0.848∗∗∗ -0.259∗∗∗ -0.230∗

(0.123) (0.081) (0.133)
Dist to p90 (1840) -0.192∗ -0.090 -0.100

(0.106) (0.091) (0.127)
Access high stream flow -0.085 0.253∗∗ -0.038 0.243 -0.157 -0.010

(0.304) (0.118) (0.160) (0.216) (0.248) (0.241)
Proximity to coal 0.007 -0.099 -0.248 0.074 0.156 -0.075

(0.199) (0.311) (0.185) (0.156) (0.359) (0.180)
Share forest area -1.307∗∗∗ 0.440 -0.172 -0.005 0.428 0.153

(0.482) (0.299) (0.302) (0.388) (0.512) (0.782)
Department FE Yes Yes Yes Yes Yes Yes

R2 0.58 0.16 0.38 0.28 0.31 0.44
N 290 471 369 746 456 312
Notes: Standard errors (clustered at the department level) in parentheses. Notation for statistical signif-
icance: *** p<0.01, ** p<0.05, * p<0.1.
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Table B.10: Effect of distance - FE specification with local density of production control

depvar: log(Y/L) Spinning Metallurgy Paper milling
1806 1840 1811 1840 1794 1840
(1) (2) (3) (4) (5) (6)

Dist to p90 (1800) -0.743∗∗∗ -0.245∗∗∗ -0.213
(0.186) (0.088) (0.131)

Dist to p90 (1840) -0.147 -0.094 -0.079
(0.115) (0.092) (0.125)

Production density 0.019 0.008 0.004 -0.003 0.018 0.008
(0.021) (0.013) (0.012) (0.008) (0.015) (0.017)

Department FE Yes Yes Yes Yes Yes Yes

R2 0.57 0.15 0.37 0.27 0.30 0.44
N 290 471 377 746 456 312

Notes: Standard errors (clustered at the department level) in parentheses. Notation for statistical
significance: *** p<0.01, ** p<0.05, * p<0.1.

Table B.11: Effect of distance placebo - no effect

depvar: log(Y/L) Spinning Metallurgy Paper milling
1806 1811 1794

(1) (2) (3)

Dist to p90 (1840) -0.055 -0.245 0.083
(0.237) (0.161) (0.129)

Department FE Yes Yes Yes

R2 0.55 0.30 0.23
N 321 415 507
Notes: Standard errors (clustered at the department level) in parentheses.
Notation for statistical significance: *** p<0.01, ** p<0.05, * p<0.1.
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Table B.12: Productivity growth concentrated at different parts of the distribution – controlling for
market access

Quantile Regression Estimates OLS

depvar: log(Y/L) 0.1 0.25 0.5 0.75 0.9 Coeff.
Spinning 1.353∗∗∗ 1.029∗∗∗ 0.738∗∗∗ 0.577∗∗∗ 0.425∗∗∗ 0.831∗∗∗

(0.075) (0.069) (0.054) (0.057) (0.106) (0.053)
Market access 0.136∗∗∗ 0.135∗∗∗ 0.078∗∗∗ 0.095∗∗∗ 0.164∗∗∗ 0.119∗∗∗

(0.047) (0.033) (0.025) (0.035) (0.063) (0.032)
N 844 844 844 844 844 844

Metallurgy 0.417∗∗∗ 0.489∗∗∗ 0.546∗∗∗ 0.627∗∗∗ 0.721∗∗∗ 0.566∗∗∗

(0.125) (0.083) (0.067) (0.062) (0.072) (0.055)
Market access 0.284∗∗ 0.055 -0.110 -0.033 -0.122∗ 0.039

(0.125) (0.119) (0.093) (0.041) (0.068) (0.057)
N 1242 1242 1242 1242 1242 1242

Paper milling 0.198∗∗ 0.201∗∗∗ 0.251∗∗∗ 0.463∗∗∗ 0.335∗∗∗ 0.272∗∗∗

(0.086) (0.072) (0.060) (0.069) (0.100) (0.053)
Market access 0.096 -0.000 0.292∗∗∗ 0.230∗ 0.456∗∗ 0.309∗∗∗

(0.084) (0.117) (0.090) (0.129) (0.195) (0.080)
N 853 853 853 853 853 853

Notes: Robust standard errors in parentheses. Notation for statistical significance: *** p<0.01,
** p<0.05, * p<0.1.
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Table B.13: Productivity growth concentrated at different parts of the distribution – controlling for
region FE

Quantile Regression Estimates OLS

depvar: log(Y/L) 0.1 0.25 0.5 0.75 0.9 Coeff.
Spinning 1.000∗∗∗ 0.800∗∗∗ 0.674∗∗∗ 0.661∗∗∗ 0.564∗∗∗ 0.690∗∗∗

(0.155) (0.071) (0.057) (0.074) (0.065) (0.054)
Region FE Yes Yes Yes Yes Yes Yes
N 844 844 844 844 844 844

Metallurgy 0.584∗∗∗ 0.382∗∗∗ 0.517∗∗∗ 0.533∗∗∗ 0.518∗∗∗ 0.512∗∗∗

(0.061) (0.079) (0.046) (0.040) (0.062) (0.052)
Region FE Yes Yes Yes Yes Yes Yes
N 1243 1243 1243 1243 1243 1243

Paper milling 0.191∗∗∗ 0.236∗∗∗ 0.271∗∗∗ 0.301∗∗∗ 0.332∗∗ 0.302∗∗∗

(0.056) (0.065) (0.049) (0.050) (0.133) (0.056)
Region FE Yes Yes Yes Yes Yes Yes
N 853 853 853 853 853 853

Notes: Robust standard errors in parentheses. Notation for statistical significance: *** p<0.01,
** p<0.05, * p<0.1.

Appendix p.12



Table B.14: Productivity growth concentrated at different parts of the distribution (firms with at least
10 workers)

Quantile Regression Estimates OLS

depvar: log(Y/L) 0.1 0.25 0.5 0.75 0.9 Coeff.
Spinning 1.332∗∗∗ 1.085∗∗∗ 0.741∗∗∗ 0.548∗∗∗ 0.105 0.769∗∗∗

(0.077) (0.088) (0.058) (0.082) (0.099) (0.060)
N 777 777 777 777 777 777

Metallurgy 0.508∗∗ 0.458∗∗∗ 0.442∗∗∗ 0.589∗∗∗ 0.535∗∗∗ 0.577∗∗∗

(0.220) (0.117) (0.080) (0.068) (0.071) (0.068)
N 905 905 905 905 905 905

Paper milling 0.612∗∗∗ 0.770∗∗∗ 0.862∗∗∗ 0.738∗∗∗ 0.621∗ 0.759∗∗∗

(0.221) (0.145) (0.119) (0.151) (0.324) (0.119)
N 245 245 245 245 245 245

Notes: Robust standard errors in parentheses. Notation for statistical significance: *** p<0.01,
** p<0.05, * p<0.1.
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Table B.15: Productivity growth concentrated at different parts of the distribution – controlling for
number of workers

Quantile Regression Estimates OLS

depvar: log(Y/L) 0.1 0.25 0.5 0.75 0.9 Coeff.
Spinning 1.340∗∗∗ 1.165∗∗∗ 0.779∗∗∗ 0.624∗∗∗ 0.331∗∗∗ 0.825∗∗∗

(0.078) (0.083) (0.056) (0.063) (0.103) (0.055)
Number workers -0.025 -0.024 -0.016 -0.057∗∗ -0.087∗∗ -0.002

(0.031) (0.031) (0.020) (0.024) (0.039) (0.021)
N 868 868 868 868 868 868

Metallurgy 0.956∗∗∗ 0.736∗∗∗ 0.740∗∗∗ 0.846∗∗∗ 0.727∗∗∗ 0.827∗∗∗

(0.127) (0.080) (0.062) (0.053) (0.059) (0.051)
Number workers -0.388∗∗∗ -0.343∗∗∗ -0.346∗∗∗ -0.320∗∗∗ -0.309∗∗∗ -0.354∗∗∗

(0.041) (0.027) (0.029) (0.024) (0.024) (0.024)
N 1296 1296 1296 1296 1296 1296

Paper milling 0.187∗∗ 0.187∗∗ 0.176∗∗∗ 0.503∗∗∗ 0.582∗∗∗ 0.248∗∗∗

(0.087) (0.076) (0.063) (0.072) (0.110) (0.061)
Number workers 0.102∗∗ 0.121∗∗∗ 0.075∗∗ -0.016 -0.122∗∗ 0.041

(0.045) (0.040) (0.031) (0.028) (0.051) (0.033)
N 868 868 868 868 868 868

Notes: Robust standard errors in parentheses. Notation for statistical significance: *** p<0.01,
** p<0.05, * p<0.1.

Table B.16: Productivity growth concentrated at different parts of the distribution – capital deepening

Quantile Regression Estimates OLS

depvar: log(Y/L) 0.1 0.25 0.5 0.75 0.9 Coeff.
Spinning 1.209∗∗∗ 0.996∗∗∗ 0.669∗∗∗ 0.426∗∗∗ 0.257∗∗∗ 0.666∗∗∗

(0.091) (0.084) (0.061) (0.065) (0.096) (0.057)
K/L 0.127∗∗∗ 0.159∗∗∗ 0.132∗∗∗ 0.129∗∗∗ 0.184∗∗∗ 0.177∗∗∗

(0.028) (0.029) (0.023) (0.031) (0.048) (0.026)
N 868 868 868 868 868 868

Notes: Robust standard errors in parentheses. Notation for statistical significance: *** p<0.01,
** p<0.05, * p<0.1.
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C Data Appendix
In this section, we provide additional details on the construction of our data. As the surveys for the
sector-level industrial surveys for the initial period were conducted separately, they contain different
information. For this reason, we review each survey separately.

C.1 Cotton industry: 1806

The 1806 survey covers firms active in cotton textiles. The sample used in the paper consists of any
firm reported under mechanized cotton spinning. The data, collected and discussed in Juhász (2018),
contain information on the number of employees, the vintage of physical capital used and the number
of machines, physical output produced (reported in kilogrammes), the maximum and minimum quality
of yarn that the firms spins (defined in the industry as the yarn’s count), the date of foundation, the
name of the owner and the precise location of the firm (up to the commune level). As discussed in
Juhász (2018), the number of spindles used at the firm level is imputed for firms that do not report this,
based on the vintage of capital used and other firm characteristics.

C.2 Metallurgy: 1811

The 1811 survey on the metallurgy industry, discussed in detail in Woronoff (1984), covers information
on all branches of metallurgy. The survey covers labor employed, types of physical capital used, types
of output produced in physical quantities and their price.

C.3 Paper milling: 1794

The 1794 survey covers firms active in paper milling. The survey provides particularly detailed in-
formation on the workforce, i.e., names and tasks of the employees, as well as their age and the time
spent working in that firm; In 174 cases, it also reports the name of the owner and of the manager.
Moreover, it contains information on the number of tanks used, the quantity of paper produced (in old
regime quintals), and the precise location of the firm (up to the commune level).
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Figure C.1: Cotton data, 1806

Appendix p.16



Figure C.2: Metallurgy data, 1811

Figure C.3: Paper milling data, 1794
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Table C.1: Share of inventive output in British sectors

Sector Share of inventive output
Glass 0.007
Agriculture 0.010
Manufacturing machinery (other) 0.014
Military equipment and weapons 0.014
Pottery, bricks, artificial stone 0.014
Clothing 0.015
Medicines 0.016
Mining 0.017
Leather 0.018
Construction 0.031
Shipbuilding 0.037
Metal manufacturing 0.037
Hardware (edge tools, locks, grates) 0.038
Instruments (scientific instruments, watches, etc.) 0.041
Carriages, vehicles, railways 0.043
Engines (steam engines, water wheels) 0.045
Furniture 0.065
Food and drink 0.088
Chemical and allied industries 0.125
Paper, printing, and publishing 0.160
Textiles 0.166

Notes: The Table reports the shares in inventive output for the 21 British industrial sectors in
Nuvolari and Tartari (2011). This is a measure of technological innovation, based on reference-
weighted patents, adjusted for the sector-specific frequency of patenting rates and citations.
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Old technology (home production)
New technology (firm-based)

Figure C.4: Old and new technologies in cotton spinning

Smelting with coke Puddling process

Figure C.5: New technologies in metallurgy
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Old technology New technology (Fourdrinier machine)

Figure C.6: Old and new technologies in paper milling
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